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We implemented a field experiment that assesses whether citi-
zens update corruption beliefs when presented with audit infor-
mation about malfeasance in their municipal government. The
video treatment reports results of municipal audits in Chile; the
control is a placebo video. We measure incentivized pre-treatment
and post-treatment corruption beliefs of 5,525 subjects. When in-
formed about corruption in their municipality subjects update neg-
atively. Updating is weakly correlated with the amount of reported
malfeasance and with trends in malfeasance. We find limited ev-
idence that learning is Bayesian. Treatment effects persist after
one-month. We observe higher donations to local public goods by
treated subjects in municipalities with more positive audits.

Extensive survey evidence suggests that, when asked, respondents, regardless of
national context, express negative attitudes towards corruption in the public sec-
tor (Lagunes and Seim, 2021) and frequently question the honesty of their public
officials (Chong et al., 2015). Hence the expectation that beliefs about malfea-
sance in government have important political consequences: Scandals have been
shown to shape electoral accountability (Eggers, 2014); Grossman and Michelitch
(2018) and Adida et al. (2022) implement field experiments with a job perfor-
mance information frame; messages highlighting the quality of public service can
affect accountability (Gottlieb, 2016). These beliefs about corruption in gov-
ernment may affect a broader range of behaviors. Beliefs about malfeasance by
government officials might encourage corrupt behavior. Ajzenman (2021), for
example, estimates the impact of malfeasance information on civic values and
dishonest behavior in Mexico.

Citizens’ beliefs about corruption are formed from diverse information sources.
We assess the impact on these beliefs of a single source of information about cor-
ruption that is available in many countries; specifically, quantitative information
about government malfeasance that is produced by audit agencies. There is a
wide-spread global commitment to independent audits of government activities.
An indication is the number of countries that have adopted these independent
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audits (OCDE, 2016) and the considerable aid funding that is directed at es-
tablishing independent audit agencies (Berliner and Wehner, 2022). There is
an expectation that these independent audit reports generate credible informa-
tion accessible to citizens that would in-turn promote democratic accountability
(Weitz-Shapiro and Winters, 2017). A considerable body of literature explores the
impact of audit reports on attitudes and political behavior although results vary:
Some studies confirm the expected correlation between levels of reported malfea-
sance and electoral accountability (Larreguy, Marshall and Snyder, 2020; Ferraz
and Finan, 2011); others have been less supportive of their impact on democratic
accountability (Boas, Hidalgo and Melo, 2019; Adida et al., 2022; Chong et al.,
2015); and some suggest they result in the election of responsive but corrupt
candidates (Bobonis, Cámara Fuertes and Schwabe, 2016). Context may be a
conditioning factor that helps us understand these diverse findings (Breitenstein,
2019; Winters and Weitz-Shapiro, 2013)

Most of these studies assume that beliefs about corruption respond to the
malfeasance information generated by audit reports. Our experimental design
allows us to provide robust indications of how beliefs respond to the quantita-
tive measures of malfeasance that are fairly typical of an audit agency report.
An advantage of the design is that we can assess different models of how beliefs
respond to informative and credible quantitative signals about the prevalence of
corruption. We provide insights, for example, into whether updating reflects a
Bayesian model, that focuses on the informative value of signals, as opposed to
preference-based models that are less sensitive to the information content of sig-
nals (DellaVigna and Gentzkow, 2010). Another advantage of our design is that it
allows us to assess how quantitative audit information might scale up as a policy
tool for effectively informing citizens about corruption. A limitation is that we
are not able to make claims as to the potential importance of this information, as
opposed to other types of malfeasance information, in the overall assessments cit-
izens have about corruption in government. The evidence we present here though
suggests that the average citizen has little knowledge about this audit informa-
tion and hence other factors currently play a much more important role in the
formation of corruption beliefs.

Our experimental results indicate that the audit information treatments we
designed can cause individuals to update their beliefs about malfeasance in their
local government. Scaling this trial to the level of a national population would
result in a meaningful improvement in citizens knowledge about malfeasance in
local government. In the spirit of Finan and Mazzocco (2021) we argue that the
cost of scaling up audit information should be included in efforts to assess optimal
policy bundles for addressing corruption.

We present evidence from a field experiment in Chile specifically designed to
test hypotheses that average citizens update their beliefs about municipal gov-
ernment corruption when presented with quantitative information generated by
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government audits. In partnership with the NGO Chile Transparente and the
Comptroller General Office (CGO), treated subjects received a video, via What-
sApp, that summarized their municipality’s actual audit results that were released
by the CGO just prior to the experiment. The control group saw a placebo
video. The effects of this information on the subjects’ incentivized assessments of
malfeasance in their municipal government is estimated one week and one month
post-treatment. We estimated how much weight subjects assigned to objective
audit information, relative to their prior beliefs about corruption.

Our subjects’ priors regarding malfeasance in their municipal government weighed
heavily in the formation of their malfeasance posteriors. These priors though are
not particularly accurate. We compared participants’ incentivized assessments of
corruption in their municipal government with a composite malfeasance score cal-
culated from historical annual audit data. There is at best a very weak correlation
between the two.

Informing subjects about the audit results for their municipal government
causes them to believe that there are higher levels of malfeasance in local gov-
ernment. Simply signaling to subjects that there exists some non-zero level of
malfeasance in their local government was sufficient to generate belief updating.
This is consistent with very coarse preference-based models of belief updating.

Belief updating responds to quantitative details about local government malfea-
sance in a fashion consistent with richer models of belief updating. Belief updat-
ing is correlated with the amount of malfeasance reported in the audit. There is
some evidence of Bayesian learning, i.e., subjects adjusting their priors to better
accord with the reported prevalence of malfeasance in their municipal govern-
ment. We report weak evidence that belief updating responds to an improving or
worsening audit report – there are expected differences but they are imprecisely
estimated because of the relatively small number of cases in which audit results
improved. Education is our proxy for cognitive abilities and we find that the
better educated are more responsive to the quantitative details of the informa-
tion treatment. Subjects who are partisans of the incumbent mayor have more
positive priors regarding local government malfeasance and there is at best weak
evidence that belief updating is conditioned on partisanship.

We designed the delivery of our experimental treatment and the belief elicita-
tions so as to address frequent claims that information experiments elicit spurious
reactions (Zwane et al., 2011). Pre-treatment measurement of priors was con-
ducted four months prior to the intervention in order to minimize experimenter
priming; the video intervention was delivered via WhatsApp rather than being
embedded in a survey eliciting beliefs; posteriors were measured one week and
then again one month after the intervention. Treatment effects persisted for a
month after the intervention providing some assurance that the learning we do
observe is not spurious.

In addition to the belief effect, we find that costly behavioral decisions also
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respond to our malfeasance information treatment. Our behavioral measure is
a costly charitable contribution to the participant’s municipal government that
is solicited both pre- and post-treatment. This costly decision post-treatment
responds to whether the municipality’s malfeasance got worse (donations decline)
or got better (donations increase).

These findings contribute to a number of literatures. They speak to the litera-
ture on how messaging about corruption affects political accountability; typically
voting behavior. Much of this literature focuses on estimating the causal ef-
fect of malfeasance information on important political outcomes and the findings
are mixed. Important contributions such as those of Ferraz and Finan (2008),
Chang, Golden and Hill (2010), Costas-Pérez, Solé-Ollé and Sorribas-Navarro
(2012) and Arias et al. (2018) find that reporting information about mayoral
malfeasance affects voting for incumbent candidates. On the other hand, recent
field experiments find weak or null effects of malfeasance information treatments
on incumbent vote (Adida et al., 2022; Boas, Hidalgo and Melo, 2019). Relatedly,
Chong et al. (2015) find that negative information results in voter disengagement
and lower voter turnout. Belief updating is one of the mechanisms that should
contribute to the causal effect of malfeasance information on political behavior.
Hence we speak to this literature by helping understand how quantitative audit
information causes corruption beliefs to update.

Our paper belongs to the political economy literature on persuasion that ex-
plores very broadly whether, and how, information can affect belief updating
(DellaVigna and Gentzkow, 2010). Results from our study very much relate to
the recent experimental evidence that quantitative details regarding resources
windfalls can affect beliefs and participatory behaviors (Armand et al., 2020).
Also of direct relevance to our study are efforts to understand whether political
campaign messaging shapes voting behavior (Coppock, Hill and Vavreck, 2020;
Nickerson and Rogers, 2020); how information about income distributions affect
preferences for redistribution (Alesina, Stantcheva and Teso, 2018; Cruces, Perez-
Truglia and Tetaz, 2013); and whether information frames on immigrants shapes
redistribution preferences (Alesina, Miano and Stantcheva, 2018). A related con-
tribution is to the extensive literature on how motivated reasoning, particularly
when grounded in political partisanship, affects how individuals seek out and di-
gest policy information (Peterson and Iyengar, 2021; Mian, Sufi and Khoshkhou,
2021; Kunda, 1990).

We contribute to a recent literature that implements online experiments de-
signed to measure the effects on beliefs of information about the macro-economy.
Online experiments in which subjects are randomly assigned informative signals
regarding the macro-economy have registered significant belief updating. Roth
and Wohlfart (2020) find that information treatments consisting of professional
forecasts strongly shifts macro-economic expectations towards the professional
forecast and cross-sectional disagreement within the treatment arms declines.
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Similarly, Cavallo, Cruces and Perez-Truglia (2017) find that online inflation
information treatments can move beliefs in the direction of these signals and
also reduce the dispersion of expectations within treatment arms. Coibion et al.
(2019) implement an online information experiment to assess the impact of in-
flation expectations on consumption. In a similar fashion, our online experiment
explores belief updating by treating subjects with quantitative information about
malfeasance levels in local government.

Our paper proceeds as follows. Initially, we present the experimental design
followed by a discussion of how we estimate and model belief updating. A third
section presents the results from the field experiment. We then conclude with
a discussion of the implication of the results for ongoing studies of the public’s
beliefs about corruption.

I. Background of Audits and Context

The source of the information treatment in this experiment is the CGO (one of
our implementing partners). Public opinion surveys commissioned by the CGO,
research centers in Chile, and other independent governmental institutions con-
firm that the CGO has a reputation among citizens and civil servants as being
non-partisan and reliable.1 CGO audits have existed for over a decade; the CGO
conducts annual audits of approximately 180 of the 345 municipalities in Chile.
Audits usually take around 6 months. Each annual audit typically focuses on
a different activity such as procurement, hiring processes or municipal finances.
Audited municipalities are selected based on a scoring system that incorporates
factors such as budget size, transfers to the private sector, and results from previ-
ous audits. This scoring system is not available to the public nor to municipalities.
The factors and weights given to each factor change from one audit plan to an-
other.

Subjects in our experiment are treated with municipal-level audit details that
are actually generated by the CGO. The experimental results will indicate how
citizens would respond if they received this information. This of course begs
the question as to whether the average citizen would ever actually encounter
these audit messages. In order to understand how these estimated treatment
effects might scale up outside of the experimental context, we are interested in
the likelihood that the average citizen would actually observe these quantitative
metrics that are produced by audit agencies or reported on by NGOs such as
Chile Transparente.

To answer this question we conducted a systematic analysis of media outlets
that would likely inform the Chilean general public of the quantitative details in
CGO audit reports. Social media is of course one of the venues in which we should

1National Survey of Civil Servants and National Survey of Transparency, Council for Transparency,
Chile. Survey waves from 2013 to 2020.
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be able to calibrate the attention citizens accord these municipal audit results.
We analyze Twitter accounts from all 116 mayors and municipalities that were
audited in 2020. First, we scrape the social media content from Twitter for the
four month period preceding the release of the CGO audit reports and the four
months following their release. For our modeling approach we used unsupervized
Structural Topic Modeling. This modeling technique analyzes a corpus of text
(Tweets scrapped just prior and after the release of the audit reports) and identi-
fies latent topics that best summarizes the content of these online conversations.
We identified that most of the discussion on Twitter focused on issues related to
the COVID-19 pandemic, particularly vaccination and health. Figure A9 in the
appendix reports the results from our structural topic modelling. We comple-
mented this analysis by examining the term frequency and the inverse document
frequency. This provides a measure of the relevance of words in a collection of
documents. In our case, we set “documents” as the groups of municipalities based
on their temporal frame (either negative or positive). We find that Tweets fo-
cused primarily on issues related to COVID-19. Results from this analysis can
be found in the online appendix, Figure A8. Again, there is little indication of
interest or knowledge of the Contraloria audit reports.2

We conducted the same analysis from a sample of 1058 respondents that shared
with us their Twitter handle in the baseline survey. We find that in terms of the
frequency of words, there is discussion related to national political figures and
issues related to security, but no relevant mentions about corruption or audit
reports. The results of this analysis can be found in the online appendix in
Figure A8.

II. Experimental Design

Figure 1 provides a summary of the experiment design. In anticipation of
the 2020 annual municipal audits we recruited a subject pool of approximately
57,000 subjects primarily via Facebook, Instagram and Twitter.3 In January,
2019, the CGO selected 116 municipalities for the 2020 audit program. Our
pool contained 46,723 residents in the 116 municipalities. We then conducted, in
October-December, 2020, a pre-treatment survey with 5,525 participants, from
our pool, who were resident in these 116 municipalities.4 The Online Appendix
benchmarks the demographics of the initial pool and final sample against the
Chile census statistics. Our final sample has an age profile similar to the census;

2Note this is not consistent with the Google Trend analysis conducted by Ajzenman (2021) who finds
spikes in searches on “auditoria” corresponding with the release of Mexican audit reports.

3Full details on the recruitment campaign (including ads) are described in the Online Appendix.
4Subjects in the pool were given a window of more than 4 weeks to reply to the invitation to par-

ticipate. Initially, 6,050 eligible respondents answered the baseline survey. A total of 5,525 respondents
participated in the final study – we excluded 10 municipalities because the audit reports were not released
on time by the CGO or were published very close to the election date. Hence, the effective response rate
was about 25 percent.
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is more female; is significantly better educated; and is richer.

The CGO conducted their municipal audits during the months of January
through December, 2020. As the CGO released audit results for each of the
116 municipalities, we produced a customized 45 second video for each munic-
ipality that summarized the reported irregularities.5 For each municipality we
also produced a placebo video that provides neutral statistics on the municipality
such as population and size of the commune. The table in Figure 1 presents the
breakdown of treatment assignment.

5Videos for each of the 116 municipalities and details on the content are available on
https://doi.org/10.7910/DVN/SGTS1KDataverse
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Figure 1. Flow Chart of Experimental Design
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Treatment assignment was conducted within each of the 116 municipality.
Based on the pre-treatment survey we had a measure of each subject’s malfeasance
priors (based on both qualitative and quantitative measures of beliefs). Within
each municipality, we blocked on high versus low malfeasance priors; subjects
within each block were randomly assigned to either their municipal malfeasance
treatment video or the placebo control video. This resulted in 3,694 assigned to
treatment and 1,831 assigned to control.6

We observe our subjects making a number of decisions over the different phases
of the experiment. Hence we actually have multiple indicators of whether the
subjects were actually treated. These are summarized in Table A2. The treat-
ment and control videos were sent to 5,525 participants via WhatsApp. Subjects
received a short Chatbot survey after the video asking them attention check ques-
tions regarding the video content. A total of 3,190 subjects (57% of those treated)
replied to the Chatbot survey. As we discuss in the Online Appendix, most of
those who replied to the survey also correctly answered one of the attention check
questions correctly. We define Chatbot Compliers as the approximate 56 percent
of subjects who responded to the Chatbot survey and correctly answered the first
and second attention check questions.

A post-treatment survey was administered to participants 3-6 days after they
were treated with the videos. A total of 3,590 subjects responded to the survey:
2,249 out of 3,694 treated (61%) and 1,343 out of the 1,831 placebo subjects (73%).
In the post-treatment sample, we asked subjects whether they recalled viewing
the treatment videos: 846 (63 percent of those responding to the post-treatment
survey) indicated they had viewed the Placebo video and 1,670 (74 percent of
those responding to the post-treatment survey) indicated viewing the treatment
videos. In Table A2, we define Post-Treatment Compliers as the approximately
45 percent of subjects, initially assigned to either placebo or treatment condition,
who both answered the post-treatment survey and reported viewing the treatment
videos. We will report intention-to-treat (ITT) results in the main text. The On-
line Appendix employs instrumental variable estimation to generate the complier
average causal effects (CACEs) based on Post-Treatment Compliers (Sovey and
Green, 2011).

Finally, a follow-up survey was administered one month after the video treat-
ments with 1,198 out of 3,694 treated (32%) responding and 1,057 out of the 1,831
placebo subjects (58%) responding.

Figure 1 summarizes the attrition registered over the four survey waves and
also the rate of treatment compliance for the subjects in treatment, 3-6 day
post-treatment and one-month treatment. In the Online Appendix, Table A3
reports the results of regressing subjects’ treatment assignment (treatment ver-
sus placebo) on observed covariates, including both nested and full models. The

6The treatment assignment schedule for each municipality is available in the Online Appendix in
Table A21
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initially assigned sample of subjects is balanced – only one of the covariate predic-
tor variables, partisanship, is weakly significant. Table A3 also indicates that with
rising attrition and declining compliance, the resulting samples remain balanced
across the two treatment groups.

III. Estimating Belief Updating

In subsequent sections, we present reduced form evidence on how participants
respond to the randomly assigned video information treatment compared to the
placebo. We also present graphical comparisons of malfeasance beliefs for those
in treatment and control. In this section we describe the specific elements of the
malfeasance information treatment; we then propose different models of updating
that inform our estimation of treatment effects.

The Corruption Signal. — Belief updating is sensitive to what and how in-
dividuals learn about government malfeasance. The experiment is designed to
inform treated subjects of malfeasance audit outcomes with an effective messag-
ing strategy – one that maximized the likelihood that subjects would learn about
corruption in their local government. The information is delivered via WhatsApp
in a short 45-second video because this is how many Chileans consume political
information and also because we believe participants are more likely to engage
with a video presentation of malfeasance information.7

We adopt a novel strategy for determining what aspects of malfeasance should
be included in this short 45 second video and how the information should be com-
municated. Existing research has adopted diverse strategies for designing corrup-
tion information treatments. For example the magnitude of malfeasance has been
expressed in overall levels, in terms of percentages of the budget (Buntaine et al.,
2019) or as foregone expenditures (Arias et al., 2019; Larreguy, Marshall and
Snyder, 2020). Bhandari, Larreguy and Marshall (2019), for example, find that
“temporal” benchmarking (comparing current levels of malfeasance in a district
performance with the district’s previous levels) is more likely to affect updating
than is the case with “spatial” benchmarking (comparing a district’s malfeasance
levels with those of other districts).

We explicitly built into our experimental design a strategy for identifying mes-
saging that effectively signaled government malfeasance. Prior to producing the
information treatment videos, we implemented a Chatbot experiment on What-
sApp that evaluated 24 different messaging strategies. Subjects were randomly
assigned six different video messaging formats and asked to evaluate each of them.

7The baseline survey asked respondents about their WhatsApp usage – in particular their reliance
on WhatsApp for political news and information.
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Results from this experiment suggested that a message identifying “foregone re-
sources” and incorporating a “temporal” benchmark was the most effective fram-
ing of malfeasance information. We adopted this frame for the information treat-
ment we implemented in the full-scale field experiment (Duch and Torres, 2021).

Figure 2 highlights the three core frames of the treatment video: First, respon-
dents received information about the total amount of malfeasance found in the
2020 audit report. A second frame provided a temporal comparison of current
reported malfeasance levels with those reported in the municipality’s previous au-
dit. This temporal comparison was depicted in a bar graph, allowing respondents
to compare how levels of malfeasance have changed over the two audit reporting
periods. The third frame of the video treatment expresses the malfeasance magni-
tude in terms of the number of foregone flu vaccines for the municipal population.
The upper frame of Figure 2 illustrates an audit outcome that is worse than the
municipality’s previous audit while the lower frame is an example of an improving
audit result8.

Figure 2. Screen shoots - Video treatment

Note: This figure shows screenshots of the video information treatments that subjects received in this
experiment. The top 3 images show 3 screenshots for respondents that received a ”negative” frame. The
first frame reports the amount of malfeasance found in their municipality. The second screenshot shows
a temporal comparison – in this case we see that corruption has increased over time in that municipality.
The third frame on the top shows the ”foregone losses”, expressed in number of influenza vaccines.
The three images on the bottom shows the same information, but for a municipality that decreased the
amount of irregularities over time, which we call a ”positive” frame.
Source: Videos file

The information content of the videos is customized for each municipality so
as to reflect the actual CGO audit results for the participant’s local government.
Figure 3A summarizes two of the principal pieces of information conveyed to
treated subjects. In the first frame of the video treatment, subjects are presented
with the current 2020 values of audited malfeasance – this is summarized on the

8Screenshots of the placebo video can be found in Online Appendix Figure A6
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x-axis in Figure 3A as the logged value of the reported malfeasance expenditures.
The second frame of the video treatment compares these 2020 malfeasance values
to those reported in the municipality’s previous audit - this is presented on the
y-axis of Figure 3A as the percentage change in malfeasance magnitudes between
the current and previous audit. Figure 3A plots percentage change against logged
magnitudes. Negative values indicate a decrease in the levels of malfeasance
and positive values an increase in irregular expenditures compared to the last
audit. Malfeasance magnitudes vary significantly across municipalities: Changes
in values from one audit to the next can be considerable and reported malfeasance
is clearly more likely to increase than decrease.

Importantly, we make no broad claims about the corruption signal that our
treated subjects observe. The treatment is a truthful summary of CGO’s audit –
as is the benchmarking information. We make no claims as to whether the audit
report does, or should, characterize the overall extent to which a municipality is
corrupt. In fact, a municipality’s history of audit performance is not a particularly
good predictor of how they perform in the 2020 audit report. Figure 3B plots
the per capita magnitude of 2020 reported malfeasance expenditures against a
metric of the municipality’s overall audit performance between 2015 and 2020
– there appears to be no relationship between the two variables. It is also the
case that individual priors regarding municipal corruption are uncorrelated with
these audit metrics. To the extent that treated subjects recognize that there is
a weak correlation between this signal and other metrics of malfeasance in local
government we might expect them to discount its informative value (and possibly
place much more weight on their priors). And this might in general characterize
how citizens’ beliefs about corruption respond to a typical audit report regarding
local government malfeasance.

There are potential limitations to our randomization protocol. The video treat-
ments isolate three features of malfeasance that are expected to trigger belief up-
dating in our outcome variables. A concern of course is that there are features
of the video messaging that are both unmeasured and confounding (Fong and
Grimmer, 2022). Secondly, the quantitative details reported in each of the video
treatments are not randomly assigned. But as Figure 3B indicated though, there
is little evidence of any systematic relationship at the municipal-level between
historical audit performance and the 2020 audit reports. Individual priors re-
garding corruption are uncorrelated with audit history and we find no evidence
that a municipality’s audit history conditions treatment effects.

Updating. — We observe subjects’ beliefs about malfeasance levels in their mu-
nicipal government pre-treatment, Corruptti, and post-treatment, Corrupt(t+1)i.
For the treated subjects, our conjecture is that the audit information treatment
will significantly affect posteriors – updated beliefs. Table 1 summarizes the four
models of belief updating we estimate with our experimental design. Each of the
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Figure 3. CGO Audit Irregularities in Chilean Municipalities

Note: Figure A reports the relationship between the levels of malfeasance (log transformation) against
the percentage change of the amount of malfeasance found in the audit report 2020 and the previous

audit. Figure B reports the per capita amount of malfeasance found in each municipality (signal) that

respondents received in the video treatments against the CGO’s audit ranking scores.
Source: Source: All waves data

models characterizes our hypotheses regarding signal extraction by the treated
subjects. A vector of k covariates, Xki, is included in each specification.

At the most basic level, treated subjects learn that there exists malfeasance
in local government. The treatment, Ti, is new information provided by the
CGO about corruption levels in the subject’s municipal government. This new
information provides a signal of true corruption levels in the subject’s municipal
government, i.e., CorruptTrue

ti . Signal extraction proposed by the treatment effect
in the Baseline model is very simple: Subjects who view any version of the
information treatment from Figure 2 have resulting corruption posteriors that
are higher than their priors. In this model, subjects respond to information
that there exists malfeasance in their local government. The model specification
assumes they do not extract much additional information from the signal.

Most efforts to model belief updating go a step further and assume subjects will
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Table 1—Models of Belief Updating

Model Econometric specification
Baseline Corrupt(t+1)i = β0 + β1Corruptti + β3Ti + ωkXk,i + ϵi

Malfeasance Corrupt(t+1)i = β0 + β1Corruptti + β2(Log Malfeasancei) + ωkXk,i + ϵi

Negative Corrupt(t+1)i = β0 + β1Corruptti + β2(Negativei)+

β3Ti + β4(Negativei × Ti) + ωkXk,i + ϵi

Bayesian Corrupt(t+1)i = β0 + β1Corruptti + β2(Ti × (CorruptTrue
ti − Corruptti))+

β3Ti + β4(Corrupt
True
ti − Corruptti) + ωkXk,i + ϵi

respond to a quantitative metric. Recent experimental studies suggest, for exam-
ple, that this is the case for information treatments that communicate consumer
prices (Cavallo, Cruces and Perez-Truglia, 2017), public debt (Roth, Settele and
Wohlfart, 2021), and immigration influxes (Grigorieff, Roth and Ubfal, 2020). In
our case the metric is the level of malfeasance reported by the CGO in each mu-
nicipality. Subjects in the second Malfeasance model in Table 1 are expected to
respond to this quantitative information provided in the information treatment
described in Figure 2. The Log of Malfeasance variable in the model is the log
of the total malfeasance expenditures identified by the CGO. In this case, sub-
jects are expected to condition their updating on the magnitude of malfeasance
reported to them in their video treatment (placebo subjects are “treated” with a
magnitude of zero in this specification).

An additional refinement to the information treatment is that subjects learn
whether malfeasance levels have risen or declined compared to their municipal-
ity’s previous audit. Benchmarking the performance of elected officials is widely
considered a critical element of responsibility attribution (Besley, 2006). Iden-
tifying the precise comparative frame that triggers belief updating related to
malfeasance in government has been challenging. Information frames that com-
pare the malfeasance of different elected officials across jurisdictions (“spatial”
benchmarking) often have weak effects on updating (Arias et al., 2019; Campello
and Zucco, 2016). There is though evidence that malfeasance belief updating
responds to “temporal” benchmarking (Bhandari, Larreguy and Marshall, 2019).
And as we noted earlier, our initial experiment exploring the persuasiveness of
different malfeasance frames suggested temporal benchmarking is more likely to
resonate with individuals than spatial benchmarks. In the Negative model in Ta-
ble 1, we test this notion that belief updating responds to information comparing
current municipal audit results to previous audits. A dummy variable, Negative,
assumes a value of 1 if malfeasance levels have risen compared to the municipal-
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ity’s previous audit – zero otherwise. The expectation is that the information
treatment effect should increase beliefs about corruption when Negative has a
value of 1, i.e., the information treatment indicates malfeasance has risen.

Finally, we designed the interventions so as to discern whether subjects were
using this new audit information provided in the video to update their malfeasance
priors in a Bayesian fashion. Experimental evidence from Hill (2017) suggests that
average citizens are not perfect Bayesian but that on balance Bayesian models
are reasonable characterizations of how they process political information. A
number of recent online experiments suggests that belief updating in response
to information regarding macro-economic outcomes resembles Bayesian learning
(Cavallo, Cruces and Perez-Truglia, 2017; Roth and Wohlfart, 2020). The term
(CorruptTrue

ti − Corruptti) measures the gap between subjects’ priors regarding
corruption and the true value of corruption in the municipal government. The
extent to which belief updating is correlated with a gap between priors and actual
corruption levels is captured by β2 and β4. This specification entertains the
possibility that those in the control group, who do not receive an information
signal, may update beliefs conditional on this gap between actual corruption and
their priors. This is captured by β4 and represents changes in beliefs in the control
group that are conditioned on a gap between their priors and the audit information
signal (which they do not observe). The β2 coefficient indicates the extent to
which this gap between priors and true corruption conditions the updating of
treated subjects. The average treatment effect on subjects’ corruption beliefs,
not conditioned on this gap between priors and true corruption, is captured by
β3.

9

A limitation to our specification of the Bayesian learning model is that pre-
and post-treatment belief measures (Distribution and Resources) do not precisely
reflect the malfeasance signals in the video treatment which consist of 1.) the
value of malfeasance expenditures and 2.) the foregone resources associated with
them. As we pointed out earlier, the information treatments (the signal, in effect)
were based on the ChatBot experiments that identified the optimal messaging
strategy. These were conducted after the original pre-treatment surveys (that
occurred four months before the intervention) and did not precisely match the
pre-treatment belief measures. Accordingly, we estimate a blunter version of
Bayesian updating; one that likely underestimates the actually levels of Bayesian
learning in the population.

Another version of this Bayesian learning model assumes that the impact of
malfeasance information on updating is simply conditioned on whether individu-
als have relatively positive or negative malfeasance priors. Individuals with rela-
tively negative priors regarding malfeasance in their local government respond to

9This belief updating specification builds on Cavallo, Cruces and Perez-Truglia (2017). In our case
there is random assignment to an information and placebo condition – hence the addition of the treatment
dummy and treatment interaction.
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negative versus positive corruption signals differently than those with relatively
positive priors. Evidence to this effect regarding citizen reactions to corruption
audits in Mexico is reported by Arias et al. (2018). The effect of providing negative
information about the malfeasance of a municipal government will be decreasing
in individuals’ prior beliefs that the government is malfeasant. Similarly, the ef-
fect of providing positive information would be decreasing in the individuals’ prior
beliefs that the government is not malfeasant. The reasoning here is that those
with negative (positive) malfeasance priors may already anticipate audit results
that report negative (positive) information about irregularities in their municipal
government and hence there is minimal updating reflected in their posteriors.

Partisanship. — Information about local government corruption is decidedly po-
litical and will certainly trigger partisan considerations. There is an extensive lit-
erature documenting the extent to which partisan motivated reasoning colors how
individuals process policy-related information (Peterson and Iyengar, 2021; Iyen-
gar et al., 2019; Mian, Sufi and Khoshkhou, 2021; Freeder, 2020; Kunda, 1990).
This extends to corruption information. Most recent studies have documented the
extent to which partisanship affects how individuals respond politically to infor-
mation about government corruption (Solaz, Vries and de Geus, 2019; Anduiza,
Gallego and Muñoz, 2013). Our focus is on one mechanism that might contribute
to this partisan bias in electoral accountability for corruption. We argue that
partisanship conditions belief updating when individuals receive new information
about malfeasance by their local government. Alternatively, as Aarslew (2022)
points out, partisans may not missperceive corruption information, other factors
might simply outweigh this consideration in their vote utility function. Our con-
jecture has two implications for the results reported here. First, co-partisans of
the governing municipal party will perceive the levels of municipal government
malfeasance to be much lower than the levels perceived by opposition partisans.
Second, our malfeasance treatment effect will differ for co-partisans versus oppo-
sition partisans.

Education. — The content of audit reports is decidedly quantitative – they
quantify the extent to which public resources are expended in a corrupt manner.
Processing this quantitative information can be cognitively demanding for the
average citizen. There is evidence to suggest that the cognitively sophisticated
segments of the population will be more discerning regarding the details of these
audit reports (Weitz-Shapiro and Winters, 2017). Education is our proxy for
cognitive facility with these quantitative details. For these quantitative elements
of the messaging, we conjecture that the malfeasance beliefs of the better educated
subjects will be more responsive than those of the less highly educated (Hill, 2017).
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Spurious or Genuine Learning. — Our experimental design aims to understand
whether timely and accurate information about malfeasance results in meaningful
changes in individuals’ beliefs about local government corruption. The informa-
tion treatments and belief outcome measurement are implemented as an online
survey experiment. And while there are very persuasive reasons for skepticism
regarding survey measures of malfeasance beliefs and their updating (Haaland,
Roth and Wohlfart, 2020), there are features of our design that we believe mini-
mize spurious belief updating. By measuring pre-treatment corruption beliefs four
months prior to the information intervention we minimized biases that might be
related to priming or anticipation (Zwane et al., 2011). The information treat-
ment was a short 45-second video delivered via WhatsApp; a medium employed
by most of the population for consuming political information. Belief updating
was measured one-week and then one-month after the information treatment pro-
viding an indication of whether changes in beliefs persisted over a reasonable time
period. Repeated, multiple, measures of the outcome minimized spuriousness and
contributed to the precision of the estimations (Clifford, Sheagley and Pisston,
2021).

Our outcome of interest is a quantitative assessment of municipal government
malfeasance and the information treatment consists of quantitative measures of
malfeasance. A concern with the design of these “statistical” information treat-
ments is that these measures solicited from subjects after treatment will be sub-
ject to unconscious numeric anchoring (Roth and Wohlfart, 2020; Coibion et al.,
2019). The design of the outcome measures addresses this concern: We include
both qualitative and quantitative measures of beliefs regarding local government
malfeasance. In addition, the incentivized quantitative outcome measures have
scales that are not identical to the information treatments.

IV. Results of Malfeasance Information Experiment in Chile

Variables and Measurement. — The outcome of interest is beliefs about malfea-
sance in municipal government. We implemented qualitative and quantitative
measures of beliefs about government malfeasance along with a behavioral mea-
sure.10 Table 2 presents the treatment and control group mean values and stan-
dard deviations for the outcome variables measured at each of the three survey
waves. In the case of all three core outcome variables (Qualitative malfeasance,
Resources, and Distribution) we observe that for treated subjects average values
rise in the post-treatment wave and then decline somewhat in the third follow-up
wave. And as expected the average values of subjects in the control treatment
are similar across all three waves.

10A number of recent studies have highlighted the importance of robust measurement strategies in
order to avoid experimental measurement error (Duch et al., 2020b; Engel and Kirchkamp, 2018; Gillen,
Snowberg and Yariv, 2019; Haaland, Roth and Wohlfart, 2020; Broockman, Kalla and Sekhon, 2017).
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The qualitative measurement question adapted from Enrique et al. (2019) was:
“How much of the municipal government expenditures are corrupt?” (10 point
scale from none to all). It’s average value for treated subjects rises from 4.49 in
pre-treatment to 5.34 post-treatment and then declines somewhat to 5.15. We
also asked respondents to indicate how certain they were about their response to
qualitative question.

As Table 2 indicates, we included two incentivized measures of corruption be-
liefs. Subjects are asked to rank their municipality in terms of audited malfea-
sance. They are presented with the actual distribution of Chilean municipalities
in four categories (see the Online Appendix for the survey question). For each
subject we have an ordinal score ranking: 1 (low); 2 (moderate); 3 (high); and 4
(very high). Participants earn 300 CLP if they correctly categorize their munic-
ipality. For treated subjects, in pre-treatment the average Distribution score is
1.91, just below moderate malfeasance, rising to 2.29 in the initial post-treatment
survey and then declining to 2.19 in the follow-up.

A second incentivized quantitative measure asks participants to indicate how
much out of every 1000 CLP municipality expenditures is associated with corrupt
activities. Participants earn an additional 300 CLP if they get the correct answer.
This Resource measure has been converted to ordinal scores ranging from 1 (”Less
than 100 CLP”) to 2 (”Between 100 and 200 CLP) until 10 (”More than 900 out
of 1000 CLP”). For treated subjects, in pre-treatment the average Resource score
is 3.85; in post-treatment the average increases to 4.57, but it declines in the
follow-up to 4.22.

An additional incentivized question was included in the post-treatment and
follow-up waves. We asked participants to estimate the percentage change in
corrupt expenditures between the municipality’s current audit and its previous
audit. This question had 9 categories, from 1 (decreased more than 60%), 5
(Stayed the same), 9 (increased more than 60%). For treated subjects, the average
score on the post-treatment survey was 5.92 and then decreased slightly on the
follow-up survey to 5.45.

We include a measure of whether subjects would contribute to the provision
of a local public good (Bonica, 2018; Grigorieff, Roth and Ubfal, 2020; Roth,
Settele and Wohlfart, 2021). Subjects are asked whether they would donate 500
CLP (about 15 percent of their earnings). In the initial wave, about one-third
of treated respondents donated 500 CLP – this drops to 15 percent in the post-
treatment survey for treated subjects and then drops to 10 percent.

In terms of key covariates, we do not see substantial changes across waves.
The exception is average individual monthly income that drops from US$853 and
US$921 in post-treatment to $793 and $759, respectively, in the follow-up survey.
There are relatively minor differences between treatment and control subjects.
Our sample is disproportionately female. Most of our sample had completed
primary and secondary education and had completed some form of tertiary edu-
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Table 2—Descriptive Mean Values for Malfeasance Belief Outcome Measures and Covariates

Survey Wave
Pre-Treat Post-Treat Follow-up

Control Treatment Control Treatment Control Treatment

Qualitative Measures
Subjective malfeasance scale 1-10 4.47 4.49 4.60 5.34 4.39 5.15

(2.44) (2.44) (2.35) (2.34) (2.30) (2.29)
Certainty subjective malfeasance scale 1-10 5.44 5.39 5.28 5.74 5.46 5.52

(2.72) (2.70) (2.72) (2.59) (2.72) (2.59)

Quantitative Measures - Incentivized
Resources 3.83 3.85 3.78 4.57 3.52 4.22

(2.36) (2.39) (2.36) (2.60) (2.22) (2.48)
Distribution 1.90 1.91 1.93 2.29 1.89 2.19

(0.78) (0.79) (0.79) (0.87) (0.78) (0.84)
Temporal - - 4.75 5.92 4.46 5.45

- - (1.98) (2.34) (1.92) (2.20)

Behavioral Measures
500 CLP Municipal Donation 32% 33% 17% 15% 11% 10%

Covariates
Female 64.79% 64.69% 64.78% 64.61% 64.81% 66.61%
Education (Yrs) 15.09 15.05 15.10 15.04 15.06 15.03
Age 36.42 35.61 36.41 35.37 36.45 35.17
Partisanship (1 to 10) 4.55 4.43 4.58 4.38 4.58 4.31
Political alignment 28% 27% 28% 26% 28% 26%
Income (USD) 1003 904 853 921 793 759
Sample 1832 3696 1343 2249 1057 1198

Note: Mean values are reported with standard deviations in parentheses. The Resource measure is

the quantity out of $1,000 subjects believed is lost due to corruption by their municipality. The ordinal
categories vary from 0 to 10. The Distribution variable is subjects’ reported ranking of their municipality

in terms of levels of malfeasance: Low (1); Moderate (2); High (3); and Very High (4). The Temporal

variable has values from 1 to 9, 1 being equal to ”decreased more than 60%” to 9 being equal to ”Increased
more than 60%”. We included the means of covariates used in our estimations. We reported values for

each of the waves broken down by treatment status.
Source: Source: All waves data
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cation. The mean partisanship across all wave, and for both treated and control
subjects, is Left-leaning with a score of 4.4 measured on a 1 to 10 Left-Right scale.
We define a dichotomous partisan alignment variable that assumes a value of 1 if
the subject indicated they will vote for the incumbent mayoral candidate in the
upcoming municipal election and a 0 otherwise (Aligned). Approximately one-
quarter of the respondents indicated they would vote for the incumbent mayor.

The Chilean public’s priors regarding malfeasance in their local government
are uncorrelated with CGO audit reports. Based on our pre-treatment survey
of the 116 audited municipalities in Chile, we calculate an average for each of
the three malfeasance outcome measures (these are based on a median sample
size per municipality of 47 respondents).11 For the past 6 years of CGO audits
we generated the average malfeasance score for each of these 116 municipalities
(the median number of municipalities that are audited by the CGO in any year
is 226 out of a total of 356). Figure A5 in the Online Appendix plots each of the
three average malfeasance scores against the actual average CGO audit results
for each municipality. Our three outcome variables measuring malfeasance priors
are decidedly uncorrelated with the historical levels of municipal malfeasance
reported by the CGO. This is consistent with Arias et al. (2018) who find no
correlation between malfeasance priors and municipal-level malfeasance reported
by the Mexico ASF.

Information Matters. — Treated subjects observe a 45-second video indicat-
ing there are malfeasance expenditures occurring in their municipal government.
The information treatment also includes quantitative details about actual lev-
els of malfeasance expenditures in their local government. Treatment effects are
estimated using linear regressions that include pre-registered pre- treatment co-
variates in order to increase precision. Random assignment is conducted within
municipalities and hence the standard errors are clustered at the municipality
level.

Regression estimates of the treatment effects are estimated in Tables 3 for the
Qualitative, Resources and Distribution outcome variables for the Baseline, Neg-
ative, and Malfeasance models that were presented earlier in Table 1.12 Across
all the model specifications and for all outcome measures, posteriors are strongly
correlated with the subjects’ priors regarding malfeasance. Our Baseline model
only includes a control for Priors and a dichotomous Treat variable. Table 3

114.48 for the Qualitative measure, 384 for the Resource outcome, and 53.90% for the Distribution
outcome.

12As we have pointed out, there is some attrition that occurs over the survey waves. This of course
could result in “missingness” that is not at random and potentially correlated with the treatment arms.
The Online Appendix has a section that addresses the implications of attrition bias for the results we
report in Table 3. We implement a number of different strategies that have been suggested for addressing
attrition bias. In the cases of each of these different estimation strategies, we estimate treatment effects
that are very similar to those reported in Table 3
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presents estimates for this simple model of updating that excludes the quanti-
tative details of the information treatment. Across all three outcome measures,
Qualitative, Resources and Distribution, the treatment coefficient is large and
statistically significant.

Table 3—Regression results of Malfeasance Beliefs - All Outcomes

Qualitative Resources Distribution

Baseline Negative Malfeasance Baseline Negative Malfeasance Baseline Negative Malfeasance

Intercept 2.734*** 2.471*** 2.735*** 2.302** 2.198** 2.306*** 1.122*** 1.101*** 1.125***
(0.401) (0.446) (0.377) (0.662) (0.642) (0.410) (0.153) (0.166) (0.142)

Prior 0.467*** 0.466*** 0.466*** 0.446*** 0.445*** 0.444*** 0.421*** 0.420*** 0.419***
(0.020) (0.020) (0.015) (0.018) (0.019) (0.016) (0.024) (0.026) (0.017)

Treat 0.749*** 0.575* 0.740*** 0.321+ 0.347*** 0.110
(0.079) (0.208) (0.088) (0.167) (0.028) (0.067)

Negative 0.311 0.132 0.031
(0.212) (0.174) (0.084)

Treat:Negative 0.202 0.489* 0.278**
(0.227) (0.190) (0.073)

Malfeasance IV 0.053*** 0.052*** 0.024***
(0.005) (0.006) (0.002)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 3439 3439 3439 3439 3439 3439 3439 3439
R2 0.263 0.267 0.263 0.220 0.225 0.220 0.203 0.213 0.203
R2 Adj. 0.257 0.261 0.257 0.214 0.218 0.214 0.196 0.206 0.196

Note: Regression estimates are reported for the Baseline, Negative and Malfeasance models listed in

Table 1 for all three outcomes. Malfeasance IV is the instrumented variable for the log malfeasance

reported in the video. The Negative variable is a dummy variable that takes value equal to 0 for
respondents in municipalities where corruption decreased over time, and 1 if respondents where informed

that corruption increased since the last audit. We clustered standard errors at the commune level.
*p < .05, **p < .01, ***p < 0.001.
Source: All waves data

As Figure 3 indicated, treated subjects received two quantitative details about
malfeasance. In the second frame of the video these subjects received a temporal
comparison of their 2020 municipal audit results with the municipality’s previous
results. Of the total 116 municipalities in the study, 94 registered worse malfea-
sance audits in 2020 than in their previous audit; 22 of the municipalities had
improved outcomes. This is the basis for categorizing subjects into a Negative
versus Positive temporal frame.

In the Negative models in Table 3, we interacted the Negative dummy vari-
able (indicating whether or not treated subjects observed a deteriorating corrup-
tion record) with the Treat variable. The coefficient on the interaction term is
significant in the case of the two incentivized malfeasance outcome measures –
Distribution and Resources. Treated subjects, in municipalities with a deterio-
rating malfeasance record, update more negatively than those in municipalities
with improving audit records. Although, again, subjects in both the negative
and positive frame have, on average, posteriors that are more negative than their
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priors.13

The last frame of the information treatment in Figure 2 presented the total
cost of reported malfeasance from which we created a malfeasance level variable
(we log transform the foregone losses reported in this frame). Table 3 reports
the estimates from our Malfeasance model. Subjects in the control condition get
no information about malfeasance while those in treatment are informed about
actual reported levels of malfeasance. As we pointed out earlier, the “dosage” of
malfeasance reported for treated subjects is not randomly assigned. It certainly is
possible that there are confounding unobservables associated with being treated
with high versus low malfeasance reports. Here we implement the instrumental
variables (IV) estimation strategy proposed by Angrist and Imbens (1995), instru-
menting for the amount of malfeasance observed by each subject using random
assignment to treatment or control.14 In the case of all three outcome measures,
our instrumented Malfeasance variable is consistently significant. This is strong
evidence for our claim that subjects are responding to the variation in malfeasance
magnitudes in their local audit reports.

Negative Interactions. We estimate a model that includes the interaction of the
Negative dichotomous variable with the Malfeasance variable. Full results are re-
ported in Table A18 in the Online Appendix. Following Hainmueller, Mummolo
and Xu (2019) we summarize the magnitude and statistical significance of these
interaction effects. Figure 4 reports the marginal effects of the malfeasance treat-
ment for dichotomous values of the Negative moderator variable (black line) along
with the binning estimator (red dots). The horizontal bars on the x-axis indicate
the relative density of data on which the marginal effects are estimated. In the
case of all three outcome variables, the marginal effect of reported Malfeasance
is higher for subjects who observed an audit report that was worse than their
municipality’s previous audit. As the data density plots in Figure 4 indicate, the
positive Malfeasance effect is precisely estimated for the large number of subjects
we observe in the Negative condition. As we noted earlier, we observe relatively
fewer subjects in the Positive condition and as a result the marginal estimated
effects of Malfeasance for these subjects are much less precise – encompassing zero
in the case of the Resources and Distribution outcome variables. Subjects who
were treated with an audit report that was worse than their locality’s previous
audit have a significant positive correlation between malfeasance dosage and belief
updating. This is less likely to be the case for those who observed an improving
audit report. This is additional evidence that 1) subjects were responding to the

13The results for those who see the “positive” temporal comparison frame should be treated with
caution. As it happens, only 22 of the municipalities had audits that improved over their previous CGO
audit. This leaves us with slightly less than 500 subjects in the Positive temporal category. As a result,
we are under-powered to estimate treatment effects for this group of subjects.

14The dosage cumulative density functions for treatment and placebo is presented in the Online Ap-
pendix Online Figure A2. It indicates there are no significant overall differences in the malfeasance
“dosages” presented in the audit reports of subjects in treatment and control. This essentially confirms
that there was successful random assignment within each commune.
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Figure 4. Linear marginal effects - All outcomes

Note: This Figure reports conditional marginal effects using the conventional linear interaction model
and binning estimator. The moderator in this case is the dichotomous Negative variable. The explanatory
variables ”D” are the predicted values obtained from regressing the endogenous malfeasance variable on
the exogenous treatment variable. Each plot reports the binning estimates and their standard errors and
95% confidence intervals. The plot also shows the percentage of observations within each bin.
Source: All waves data
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details of the audit report treatment – both temporal and malfeasance levels; and
2) there is some asymmetry to their updating.

Bayesian Learning. — Another conjecture is that belief updating reflected
Bayesian learning. This implies that subjects update posteriors so as to reduce the
distance between their prior beliefs about corruption levels and the actual corrup-
tion levels provided in the signal. In our case, treated subjects receive an indirect,
or “noisy”, signal that we can only assume is highly correlated with malfeasance
beliefs. For each of our two incentivized quantitative measures (Resources and
Distribution) we subtract the subject’s belief from the actual information based
on the 2020 CGO Audit Report. The treatment video provides subjects with a
“noisy” signal about these two beliefs: quantitative information on the cost of
malfeasance both in absolute terms and as a percent of the municipal budget; the
absolute change in malfeasance expenditures since the previous audit; and fore-
gone resources in terms of vaccine treatments. Bayesian learning is defined here
is whether treated subjects (who receive quantitative audit information) update
their assessment of foregone resources (Resources) and the corruption ranking of
their municipality (Distribution) so as to reduce the extent to which their priors
deviated from actual Resources and Distribution audit metrics for their munici-
pality. This is a coarse indication of Bayesian learning because treated subjects
only receive an indirect signal about the accuracy of their prior beliefs.

Our Bayesian conjecture is that post-treatment participants become more ac-
curate about malfeasance levels in their municipality. Panel A of Table 4 presents
the pre- and post-treatment accuracy results for the Resources and Distribution
measures for subjects in treatment and control. Bayesian learning suggests that,
post-treatment, the gap between actual corruption metrics and beliefs should be
smaller – closer to zero. As we would expect, the accuracy of beliefs, for both
outcome measures remain quite stable pre- and post-treatment for the control
subjects. Results for the treated subjects are contradictory. Results for the Dis-
tribution measure are consistent with our Bayesian learning conjecture: Subjects
in treatment have more accurate beliefs – from 0.36 pre-treatment to essentially
zero in post-treatment. On the other hand, results for the Resources outcome
variable suggests that subjects have less accurate beliefs about corruption in post-
treatment – their accuracy goes from -1.61 to -2.22.

Multivariate estimations in Panel B of Table 4 confirm this pattern. The learn-
ing model in Table 4 includes our measure of the difference between actual cor-
ruption levels in the municipality as reported in the 2020 audit report and the
subject’s responses to the two incentivized quantitative questions. Of interest
here are the coefficients on this measure of the gap in beliefs interacted with the
treatment variable: Treat x Corrup Diff. This measures the extent to which the
posteriors of treated subjects is affected by this gap between their priors and
actual malfeasance outcomes. For the Distribution model, the estimated coef-
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Table 4—Difference between Signal and Beliefs and Regression results of Malfeasance Be-

liefs - Learning Model

Panel A: Raw comparisons

Resources Distribution

Condition Pre Post Pre Post

Control -1.63 -1.56 0.40 0.38

Treatment -1.61 -2.22 0.36 0.01

Panel B: Learning models

Resources Distribution

Intercept 2.171** 0.990***

(0.654) (0.156)
Prior 0.502*** 0.481***

(0.025) (0.034)

Treat 0.735*** 0.327***
(0.096) (0.030)

Corrup diff 0.059+ 0.030

(0.030) (0.034)
Treat:Corrup diff 0.000 0.051*

(0.028) (0.024)

Covariates Yes Yes

Num.Obs. 3439 3439

R2 0.223 0.207

R2 Adj. 0.216 0.200
Note: Panel A reports the average difference of respondents’ priors and the corruption signal reported

in the video treatment. We breakdown this metrics by treatment status: Treatment and Control and
by survey wave: Pre-treatment and Post-treatment. The more accurate respondents’ beliefs are, the

closer this metric should be to zero. The farther away (either positive or negative) the less accurate

are respondents’ beliefs. Panel B, reports the regression coefficients of the Learning model reported in
Table 1. The coefficient of interest in this specification is Treat x Corrup Diff, where Corrup Diff is

categorical variable that captures the difference the respondents’ priors beliefs about corruption and the

signal reported in the video.
Source: All waves data

ficient for this interaction term, Treat x Corrup Diff, is statistically significant.
Treated subjects do incorporate the malfeasance information in updating their
quantitative priors about malfeasance. The interaction term is not significant in
the Resources model (consistent with what we observe in Panel A). Results for
the incentivized Distribution measure provide evidence of Bayesian learning.

A simpler version of Bayesian learning suggests that this updating should be
conditioned on subjects’ prior beliefs; specifically, on whether individuals held
relatively negative or positive priors about government malfeasance. For each
of the three malfeasance outcome variables we grouped subjects into those who
score higher versus lower than the median value for their municipal sample (a
high/low score indicates subjects believe malfeasance is high/low). Table A19 in
the Online Appendix presents the high/low results for our three model specifica-
tions: Baseline, Negative, and Malfeasance. In each case we report results for the



26

total sample; for those with high priors; and for respondents with low priors. For
the Baseline model that only includes the Treat variable plus co-variates, and for
all three outcome variables, the coefficient on Treat is virtually identical for the
Pooled, High Prior and Low Prior samples. A similar pattern is observed for the
model that includes the Negative treatment variable and the Malfeasance Levels
treatment measure. We observe some differences although in none of the cases
are the estimated coefficients significantly different from each other. There is no
support in our data for this simpler model in which levels of malfeasance priors
condition the treatment effect.

Summary Treatment Effects. — Figure 5 summarizes the effects of the malfea-
sance message treatment effects estimated in the four models of belief updating:
Baseline treatment; Negative frame; Malfeasance dosage; and Learning. Panel
A in Figure 5 presents the estimated treatment effects measured one week after
the intervention. Our Baseline model in Table 1 of belief updating predicts that
assessments of prevailing malfeasance levels in local government would increase
when subjects are simply informed that there are irregularities in government
spending. The treatment in our post-treatment Baseline model increases pos-
terior Qualitative beliefs, on average, by about 0.9 (which is about a third of a
standard deviation for the change in belief measures that ranges between -10 and
10 and has a standard deviation of 2.45 for the control group). For the Resources
model, the basic one-week post-treatment effect increases posterior malfeasance
beliefs by about 0.71 (which is about a quarter of a standard deviation for the
change in belief measures that ranges between -10 and 10 and has a standard
deviation of 2.57 for the control group). The change in Distribution beliefs mea-
sure ranges between -3 and +3 and has a standard deviation of 0.4. The basic
one-week post-treatment effect raises posterior malfeasance beliefs by about two-
fifth of a standard deviation of 0.841. Simply informing citizens, regardless of
their partisanship, that malfeasance exists in their local government will trigger
significant, and negative, belief updating.
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Figure 5. Regression results of Malfeasance Beliefs - One-week and One-month Results

Distribution

Resource

Qualitative

0.0 0.4 0.8 1.2
Estimates and 95% CI

Panel A: One−week Treatment Estimates

Distribution

Resource

Qualitative

−0.5 0.0 0.5 1.0
Estimates and 95% CI

Treatment Effect Malfeasance Negative Baseline Learning

Panel B: One−month Treatment Estimates

Note: Average treatment effects for all three outcome variables. Baseline is the treatment effect for

those who received a video reporting audit outcomes. Negative indicates average treatment effect for
subjects who observed a worsening audit report. Malfeasance is the average treatment effect for subjects

who received a video reporting above average levels of malfeasance. Learning is the effect of the Treat x
Corrup Diff interaction term in the Bayesian updating model. The Corrupt Diff variable represents the

difference between the respondent’s prior and the signal that received in the video. Confidence intervals
were constructed using a 95% confidence level with clustered standard errors.
Source: All waves data
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Panel A in Figure 5 also presents the one-week post-treatment effect for the
interaction of the Negative dummy with the Treat variable. Consistent with
the results reported in Table 3, they are positive for all three outcome variables
and precisely estimated for the Distribution outcome variable. Beliefs regarding
corruption updated positively if malfeasance performance improved compared
to the last audit and update negatively otherwise. In Figure 5 Malfeasance is
dichotomized into High and Low Malfeasance. All three outcome variables in
Panel A have positive and significant Malfeasance dosage effects. Subjects treated
with high levels of reported malfeasance have higher posterior malfeasance beliefs
than those subjects viewing reports of low malfeasance. Finally, Panel A in Figure
5 presents the estimated effect of Treat x Corrup Diff from the Learning model.
The Corrup Diff variable that represents the difference between the respondent’s
prior and the signal. As we can see in Panel A, there is some evidence of learning
for the Distribution outcome variable.

Our information treatment consists of a single video delivered via WhatsApp
shortly after the CGO released the audit results for the subjects’ municipality.
Any observed belief updating could be spurious – although, as we pointed out
earlier, our design attempts to minimize the likelihood of spurious treatment
effects. Very short-lived belief updating would suggest spurious treatment effects.
To assess this, malfeasance beliefs are measured one week and then one month
after the intervention. We estimated the identical models reported in Table 1 with
the exception that the outcome variables are subjects’ posterior beliefs one-month
after the intervention.15 There is strong evidence that the information treatments
persist over this one month period. Panel B in Figure 5 summarizes the one-month
follow up treatment effects from our different model specifications and for each of
the three outcome measures. For the Baseline model, the coefficient magnitudes
on the treatment variable persist over the month period. The one-month and one-
week Negative model effects are similar. As was the case in the one-week results,
the Negative treatment is significant in the Distribution model but not in the other
two models. The effects of the instrumented Malfeasance variable measured in
the one-month follow-up are similar to the one-week estimates in Panel A. And
in the case of the Learning model, the significant one-week coefficient for the
Distribution model is indistinguishable from zero in the one-month follow-up.
The overall persistence of our information treatment effects suggests that we are
observing meaningful updating of beliefs regarding local government malfeasance.

Partisanship. We entertained two hypotheses regarding partisanship and malfea-
sance beliefs. One expectation was that partisans of the incumbent municipal
mayor would believe that malfeasance levels are much lower than the levels ex-
pressed by non-partisans. The upper Panel A of Figure 6 presents the mean scores
for the three outcome variables, pre-treatment, of aligned and not aligned sub-

15The full set of multivariate results for the follow-up outcome measures is provided in Table A17 of
the Online Appendix.
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jects. In the case of all three outcome variables non partisans have much higher
malfeasance beliefs than partisans: on the Qualitative measure, the difference is
1.76 (CI of 1.62,1.89; p-value of 0.000); for Distribution it is 0.49 (CI of 0.45, 0.53;
p-value of 0.000); for Resources it is 0.96 (CI of 0.83, 1.14; p-value of 0.000).

We also conjectured that subjects who are co-partisan would be less likely to
update than non co-partisan of the incumbent municipal mayor. In the Online
Appendix we separate the sample into aligned and not aligned subjects and then
estimate the models in Table 1 for each of these two groups. The results are
reported in Table A20. Figure 6 presents the results for both aligned not aligned
subjects in the lower Panel B. The Baseline treatment effect for all three outcome
variables (Qualitative, Distribution and Resources) is large and significant for
both partisans and non-partisans of the incumbent local mayor. There is, at
best, weak evidence that aligned and not aligned differ in how they respond to
quantitative details in the information treatments. The only notable difference
with respect to the Negative model is for the Qualitative outcome variable: The
aligned subjects register a negative although insignificant treatment effect while
the not aligned subjects register a positive and statistically significant effect.
There are small differences in how aligned and not aligned subjects respond to
information about levels of Malfeasance provided in the audit reports. There is
some evidence of a partisan effect in the Learning models. For the Distribution
outcome variable in Figure 6 the estimated coefficient for the Treat x Corrup
Diff coefficient from the Learning model has a significant positive coefficient for
the not aligned subjects but the coefficient is negative and not significant for the
aligned subjects.16

16In Table A16 we extended this analysis by looking at partisan alignment for respondents with strong
and weak partisanship and find similar differences in treatment effects for the aligned and not aligned
subjects.
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Figure 6. Partisan Priors and Regression Results of Malfeasance Beliefs by Partisan Align-

ment
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Panel A: Raw priors means by partisan alignment
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Panel B: Estimates by partisan alignment

Note: Panel A: Average pre-treatment measures for Baseline, Resources and Distribution. Panel B:
Average treatment effects for all three outcome variables. Baseline is the treatment effect for those who

received a video reporting audit outcomes. Negative indicates average treatment effect for subjects who

observed a worsening audit report. Malfeasance is the average treatment effect for subjects who received
a video reporting above average levels of malfeasance. Learning is the effect of the Treat x Corrup Diff

interaction term in the Bayesian updating model. Confidence intervals were constructed using a 95%
confidence level with clustered standard errors.
Source: All waves data
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Partisans have significantly more positive priors regarding levels of malfeasance
in their municipal government. But partisan preferences have a relatively lim-
ited impact on how subjects update their malfeasance beliefs. In most cases, the
overall treatment effect is similar for both partisans and non-partisans of the in-
cumbent municipal government. We observe small differences in updating related
to the quantitative details of the information treatment.

Behavior. — We tested whether informing average citizens about malfeasance
in local government has behavioral consequences. The information treatments
inform subjects about rent seeking associated with the provision of their local
public goods. Our conjecture is that the belief updating caused by this mes-
saging is meaningful and hence the information treatment effect should also be
observed when subjects are asked to make a costly contribution to the municipal-
ity. Included in the survey is an incentivized behavioral measure of the subjects’
confidence in local government delivery of public goods: In both pre- and post-
treatment we give subjects the opportunity to make a 500 CLP (around 18% of
their subject payments) contribution to their local municipality. We treat this
is a costly behavioral signal of subjects’ willingness to contribute to the cost of
providing local public goods.

The outcome variable of interest is whether, or not, subjects donated 500 CLP17

(around 15% of their subject payment) to their municipality. We estimate three
models of the audit information treatment on donations: 1) a simple malfeasance
treatment effect – whether subjects are in treatment or placebo; 2) temporal
benchmarking - whether subjects respond to improving or worsening levels of
corruption; and 3) a malfeasance magnitude effect – whether treated subjects
respond to the magnitude of the malfeasance. Table 5 reports the results of
a logistic regression of donation on the information treatment variables along
with covariate controls. We also control for their donation amount in the pre-
treatment survey. The baseline model combines treated subjects who observe
both a negative and positive temporal frame. In this case, the treatment coef-
ficient is not significant – simply receiving information about malfeasance does
not affect willingness to donate. The Positive and Negative models in Table 5
compare treatment effects on donations for subjects in the positive and negative
information treatment frames. The coefficients for the binary treatment dummy
variable indicate that those receiving the positive framed audit reports were more
likely to donate and subjects in the negative framed treatment group were less
likely to donate. In both cases the effect sizes are large and precisely estimated.18

What stands out here is that this costly decision to donate is responsive to the

17500 CLP is around 50 cents.
18While we provided the donation option in the follow-up survey we did not expect this donation

effect to result in “serial” donations. And in fact, there was no information affect on donations in the
follow-up data.
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temporal benchmarking described in the video treatments. Donations are signifi-
cantly higher for treated subjects when they observe an improving audit for their
municipality. Conversely, donations are significantly lower for subjects informed
that their municipality audit is worsening.

Table 5—Likelihood of Making a Public Donation

Baseline Positive Negative Malfeasance Qualitative Resources Distribution

Intercept -2.757*** -4.919*** -2.489*** -2.761*** -2.836*** -2.839*** -2.819***
(0.557) (1.596) (0.600) (0.557) (0.553) (0.554) (0.553)

Treat -0.114 0.790** -0.227**
(0.107) (0.341) (0.114)

Previous 2.133*** 3.095*** 2.022*** 2.135*** 2.150*** 2.139*** 2.148***
(0.108) (0.349) (0.115) (0.108) (0.108) (0.108) (0.108)

IV Malfeasance -0.007
(0.007)

Updating -0.050** -0.029 -0.135**
(0.021) (0.020) (0.060)

Covariates Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 498 2941 3439 3439 3439 3439
AIC 2494.4 336.4 2176.3 2494.5 2490.0 2493.5 2490.4
BIC 2672.5 445.8 2350.0 2672.6 2668.1 2671.6 2668.5
Log.Lik. -1218.191 -142.175 -1059.173 -1218.244 -1215.993 -1217.740 -1216.182

Note: This table reports logistic regression results for a binary dependent variable: whether subjects

donated 500 CLP (Around 0.50 USD dollars) to their municipal government. Controls include covariates,

whether subjects donated in pre-treatment survey (Previous), how much subjects update in response to
the treatment (Updating). The first three models regress donations on treatment controlling for donation

in pre-treatment. The second and third model separate subjects into those viewing a Negative versus

Positive audit performance. The fourth model reports results of regressing donation decision on the
amount of malfeasance reported in the information treatment. The last three columns report results of

models that regressed the donation decision on belief updating (for each of three outcome variables).

*p < .05, **p < .01, ***p < 0.001.
Source: All waves data

The Malfeasance model in Table 5 estimates whether this donation responds to
the amount of malfeasance reported in the video treatment. The coefficient for
the Malfeasance term is statistically insignificant. The willingness to contribute
is not correlated with the levels of malfeasance identified in local government.

Our expectation is that this behavioral response is mediated by belief updating.
This of course is difficult to ascertain here because the belief updating is not ran-
domly assigned. With this important caveat in mind, we can nevertheless report
results suggesting there is an indirect effect between the information treatment
and donation behavior that can be associated with belief updating. We measure
the amount of belief updating as simply the difference between posteriors and
priors on each of our three outcome variables (Qualitative, Resources and Distri-
bution). Table 5 reports the results of regressing the donation decision on these
three different measures of belief updating. In the case of two of the outcome
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measures – our qualitative indicator and our incentivized distribution measure –
post-treatment changes in beliefs about corruption are correlated with donations.
Subjects who have posterior beliefs about levels of malfeasance that are higher
than their priors tend to donate less. Ideally we would like to parse out the di-
rect causal contribution of information acquisition to donation behavior from the
indirect causal effect via the belief updating mediating variable.

In the case of a costly donation to a local government-provided public good,
participants condition their donation on whether they observe an improving or
worsening audit report and there is some evidence that this is mediated by up-
dated beliefs regarding malfeasance in their municipal government.

Education. — Our Baseline model of the intent to treat subjects with the
malfeasance information video results in a very robust and significant estimated
treatment effect. This model implies a very limited engagement with the quanti-
tative content of the message – beliefs update when subjects are simply reminded
that there is malfeasance in local government. There is also support for our
richer model in which belief updating responds to the quantitative content of the
malfeasance information messages. This model presumes that subjects engage
with the quantitative content of the video treatment. Hence the likelihood that
subjects will engage in the more demanding quantitative features of this informa-
tion treatment will be conditioned on their cognitive ability. We use education
as a proxy for cognitive ability. We have two expectations: We expect the treat-
ment effect for the baseline model, with a dichotomous treatment variable, to be
similar across education segments in the subject population. On the other hand,
we conjecture that the higher educated are more responsive to the quantitative
details of the malfeasance information treatment.

We exploit machine learning techniques in order to evaluate 1) whether edu-
cation is a source of heterogeneous treatment effects; and 2) education-related
heterogeneity varies by treatment. Our non-parametric modeling strategy uses
Bayesian Additive Regression Trees (BART) (Duch et al., 2020a; Green and Kern,
2012; Hill, 2011). This strategy estimates multiple regression trees, where each
tree within the “forest” aims to explain only a small (and separate) proportion of
the variance from the remaining trees. Fitted values of the outcome variable are
estimated by summing the predictions across the trees. Since each tree chooses
which variables to split on at nodes (and at what value), the BART model flexibly
adapts to approximate the underlying functional form of the data, rather than
relying on some assumed, prescribed parameterization.

We recover ATE estimates by first using the BARTmodels to generate predicted
outcomes for the observed data, and then for a set of counterfactual observations.
To train the BART model, we provide the observed outcome of interest (this is one
of the Qualitative, Resources or Distribution measures) and a training data matrix
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consisting of the information treatment variable and the covariates of interest. We
then simulate a second set of outcomes based on a separate test data matrix that
contains “synthetic” observations that are identical to the training data except
that the treatment assignment is inverted (‘treated’ becomes ‘control’ and vice
versa). The test data are only used post-estimation to predict counterfactual
outcomes given the results of the BART model using the observed, training data.
Estimating outcomes for both the observed and synthetic observations ensures
that for each observation there is a corresponding counterfactual “control” case,
where the only difference between the two is the value for treatment assignment.
The individual-level effect of being treated is simply the difference between these
two predictions.19 Conveniently, with individual-level predictions, we can assess
the extent to which education, taking into consideration other co-variates, is a
principal source of heterogeneity in the malfeasance video treatment effect.20

In the case of the Qualitative and Distribution outcomes, the results for BART
analyses of the Baseline and Malfeasance treatment effect models confirm our
conjectures. Figure 7 plots the distribution of the estimated individual-level
treatment effects by magnitude along with the histogram of the corresponding
education covariate values beneath. For these two outcome variables, the Base-
line model has a significant malfeasance treatment effect. The plot in the top
part of panel (a) of Figure 7 clearly demonstrates that the size of this effect is
heterogeneous in the sample population: the overall estimated ATE for the Qual-
itative measure (that varies between 1 and 10) is approximately 0.75 (identical
to the estimated coefficient in Table 3) and it ranges between -7.2 to 7.2. The
plot in the lower part of panel (a) of Figure 7 indicates the density of the three
education co-variate values over the range of estimated CATEs. The distribution
of CATEs generated by BART suggests that education is not correlated with the
magnitude of the treatment effects. The effect of being exposed to an information
treatment reporting audited malfeasance is very similar across education groups
in the sampled population. Panel (b) of Figure 7 reports similar BART analyses
of the Baseline malfeasance treatment effect for the Distribution outcome vari-
able. Again, we find that exposure to our audit information treatment generates
belief updating effects that have similar density distributions for our three edu-
cation groups. These results confirm our expectation that simple belief updating
in response to any information about malfeasance would not be conditioned on
educational levels.

Our BART analysis does detect evidence, consistent with our conjecture, that

19Our BART model of heterogeneous effects is a simple specification generated using the BART
R package with inputs described as above. All other options within BART are left at their de-
fault value. The R code and all of the data employed here is available on the replication site:
https://doi.org/10.7910/DVN/SGTS1K

20Although there are clear data constraints here – we do not claim to have measured and estimated
the effect of all possible covariates. Instead our claim is with respect to the various “pre-treatment”
variables collected as part of the surveys.
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Figure 7. Heterogeneous Conditional Average Treatment Effects: Qualitative and Distribu-

tion Corruption Beliefs

Note: BART estimated heterogeneous effects by education; predicted CATEs are in the top panel of

each column; and corresponding histograms of education distributions are in the bottom panel.
Source: All wave data
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the effect of malfeasance magnitudes would be conditional on education levels.21

Results of the BART analyses of the malfeasance magnitude effect, for both the
Qualitative and Distribution outcome variables, are reported in Panels (c) and
(d) of Figure 7. In both cases, the medium-educated subjects have CATEs that
are skewed in the direction of the lower part of the continuum while the higher
educated are skewed in the higher part of the CATE continuum. The better edu-
cated clearly are much more responsive to the quantitative information regarding
malfeasance magnitudes.

When we model the treatment in a very simple fashion with a dichotomous
malfeasance variable (whether or not the subject observed a video discussing lev-
els of malfeasance in their local government) the effect is highly significant and
similar across education categories. This was our expectation given that the treat-
ment effect does not imply any significant cognitive engagement with the quan-
titative content of the video. Belief updating is also correlated with malfeasance
magnitudes that are described in the information treatments. This correlation we
believe will be conditional on education because, we conjecture, the quantitative
details of the information treatment require more cognitive engagement on the
part of subjects. And we find that the malfeasance magnitude treatment effect
is conditioned on education levels. We observe no evidence of education-related
heterogeneous treatment effects in the case of the Resources outcome variable.

V. Discussion and Conclusions

We implement a field experiment in Chile that incorporates the 116 CGO mu-
nicipal audit results from 2020 into video information treatments that are ran-
domly assigned to 5,525 online subjects. Our goal was simply to understand how
information about corrupt governance causes average citizens to update their be-
liefs. Understanding this simple relationship we believe is a critical precursor
to modeling the relationship between malfeasance and responsibility attribution.
This Chilean field experiment provides nine important insights into the updating
of beliefs regarding malfeasance: citizens’ priors regarding malfeasance in local
government are quite uninformed; viewing a short malfeasance information video
causes citizens to update beliefs; belief updating responds much more strongly
to the general corruption topic rather than to the quantitative information in
the messaging; updating is correlated with the magnitude of reported corruption;
there is limited evidence of updating that resembles Bayesian learning; the better
educated are more likely to respond to the quantitative details in the information
treatments; partisans of local government incumbent parties have significantly
lower beliefs about malfeasance prevalence; non-partisans and partisans of the
local mayor respond for the most part similarly to the information treatments;

21To enable more straightforward estimation of the difference in predicted outcomes, we dichotomize
the log of malfeasance variable into high (1) and low (0) respectively – we dichotomize at the median
value of 8.0.
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and malfeasance information messaging has behavioral consequences.

We should be skeptical as to whether citizens are informed about corruption lev-
els. The average Chilean citizen has quite uninformed priors regarding corruption
in their local municipal government. This insight is based on pre-treatment mea-
sures of corruption belief benched against objective measures of the prevalence of
malfeasance (from historical CGO audits). This is consistent with other efforts
to calibrate beliefs regarding corruption and the performance of elected officials
(Dunning et al., 2019). And it is consistent with evidence regarding the accuracy
of the public’s priors regarding macro-economic outcomes (Cavallo, Cruces and
Perez-Truglia, 2017; Lenz, 2013).

Citizens’ beliefs about corruption respond to messaging about government malfea-
sance. The strongest belief updating treatment effect we record is simply whether
or not the subject received a treatment versus a control video. Receiving a video
message summarizing the CGO’s audit of irregular activities in their municipal-
ity causes Chileans to update their beliefs about corruption in their municipality.
Regardless of whether their municipality’s performance is more or less corrupt
than its previous audit, treated subjects believe, post-treatment, that levels of
corruption are higher in their municipality. This estimated treatment effect is
very robust: We measure the outcome variable, beliefs about malfeasance, with
three different variables: a qualitative variable (non-incentivized) and two in-
centivized quantitative variables. In all three cases the treatment effect is large
and precisely estimated. Moreover, the treatment effect persists: Our initial
post-treatment survey was conducted 3-6 days after the video intervention. In
a follow-up survey, conducted one-month after the intervention, we observed the
same large and significant treatment effects.

Subjects respond to the quantitative details of the malfeasance messaging. We
provide them with two quantitative pieces of information in the videos that could
improve the accuracy of their posteriors. Subjects are told of the magnitude of
malfeasance, in monetary terms, in their municipality. We report a robust corre-
lation between the “dosage” of malfeasance in the treatment and the magnitude
of belief updating.

The information treatments also inform subjects of how much better or worse
the audit results are compared to the municipality’s previous audit report. For
both incentivized quantitative outcome measures there is some evidence of higher
updating of corruption beliefs if the municipality’s performance deteriorated. But
there was in fact a relatively small percentage of the subjects who observed malfea-
sance reports that improved over their previous audit. As a result the treatment
effects we observed for these “positively” treated subjects are imprecisely esti-
mated and the comparisons between Negative and Positive treatment groups are
directionally correct but not statistically significant.

We explore whether this belief updating incorporates in some fashion the re-
lationship between priors and the informative signal provided in the treatment
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videos. There is some evidence in the case of the Distribution quantitative mea-
sure of classic Bayesian learning. The gap between priors and an informative
signal about corruption correlates with updating but the estimates are imprecise.
We examine whether the belief updating of subjects with negative versus positive
priors regarding malfeasance respond differently to the information treatments.
We find little conclusive evidence that this is the case.

Segments of the population exhibit variation in how they update their malfea-
sance beliefs. As has now been extensively document, partisanship colors the
manner in which individuals consume information. Beliefs about malfeasance in
government are affected by political partisanship. Co-partisans, not surprisingly,
have less negative beliefs about levels of malfeasance. But both segments of the
sampled population respond similarly to being treated by a malfeasance video.
This is certainly the case for our robust Baseline treatment. We find limited evi-
dence that partisans and non-partisans respond differently to quantitative details
of information treatment.

The malfeasance information communicated in our video treatments was de-
signed to be accessible to the average Chilean citizen. Nevertheless, there are
quantitative details that the average individual might overlook in 45 seconds or
find difficult to understand. If we model updating as simply a response to having
been treated with a video about malfeasance, we observe a similar large robust
effect for all education categories. On the other hand, with respect to the cog-
nitively challenging quantitative details, we find evidence that the educated are
more responsive to the amount of reported malfeasance. There is evidence to
this effect from two of our outcome variables; the Qualitative and Distribution
measures.

The goal is to determine whether a 45 second video summarizing audit results
for a local municipality can cause meaningful changes in attitudes and behavior.
Our design and measurement strategy suggests the observed belief updating is
meaningful: pre-treatment measurement of outcomes occurs four months before
the intervention; the video treatment is relatively unobstrusive; and a one-month
follow-up measurement of beliefs confirms the earlier observed treatment effects.
Our measure of behavioral change is an opportunity for subjects to donate some of
the earnings to their local municipal government. The donation is a costly direct
contribution to a public good and we treat the donation as an endorsement of the
municipality’s provision of public goods. This behavioral measurement strategy
is very much in the spirit of other studies that have used donations to candidates
as a predictor of policy preferences (Bonica, 2018; Pérez, 2015) or donations in
survey experiments to NGOs as an expression of preferences for lower government
spending (Roth, Settele and Wohlfart, 2021). Costly contributions confirm our
belief updating results: Subjects reduce their municipal donations when they are
informed that their municipal audit is worse than its previous audit. Moreover,
we have some evidence that this behavioral reaction to the information treatment
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is mediated by updated beliefs.

These results tell a fairly complete story of how the information in audit reports
can have a meaningful impact on the public’s beliefs about malfeasance in local
government. As a point of departure, we note that the typical practice of sim-
ply publishing annual municipal audit reports has little noticeable impact on the
public’s beliefs about local corruption. In spite of having very regularly published
audit reports, the Chilean public’s beliefs about local governmental malfeasance
are not well-informed and our social media metrics suggest that public engage-
ment with this information is minimal. Simply establishing audit programmes,
increasing their frequency, and publishing their results (Bobonis, Cámara Fuertes
and Schwabe, 2016), in itself, will not likely have much impact on public beliefs
about corruption.22

Our experimental results though suggest that there are messaging strategies
that deliver significant belief updating in response to the malfeasance informa-
tion reported in municipal government audits. Scaling this messaging strategy
to a national population, such as Chile, is feasible. Delivering, via social me-
dia platforms like WhatsApp, short 45 second videos that provide a synopsis
of audit outcomes will cause the general public to update their malfeasance be-
liefs. Regardless of their specific details, i.e., relatively positive or negative, this
will generate a significant increase in malfeasance beliefs nation-wide because the
public updates negatively to any messaging about corruption in local government.

Can we successfully communicate to the average citizens the more nuanced,
but important, quantitative details that are typically included in these audit
reports? The reported treatment effects suggest yes, this is feasible: subjects
engaged in temporal benchmarking; malfeasance beliefs increased in proportion
to the amount of malfeasance reported in the video treatment; and we have some
evidence of Bayesian learning. While statistically significant the effect sizes of
these quantitative details are small relative to the overall treatment effect of sim-
ply viewing the video about malfeasance. The goal of future research should be
identifying strategies for improving the communication of these more nuanced
quantitative details to the general public. Our efforts to explore heterogeneity in
treatment effects provide some guidance in this respect. Partisanship does not
significantly undermine the effective communication of malfeasance information
– partisans update similarly to non-partisans. Education does matter – there
is scope to enhance belief updating by making this quantitative information ac-
cessible to individuals with lower levels of education. As a precursor to scaling
up an information campaign, we should explore these and other communication
strategies that will enhancing the information treatment effects.

Governments currently invest considerable resources in generating audit re-
ports. Finan and Mazzocco (2021) make a convincing case that these audit efforts,

22This is not to say that elected officials are not affected by the existence of audit programmes and
the frequency with which they are published. There is strong evidence to suggest this is the case.
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as currently designed, are not necessarily the most cost effective policy initiatives
for reducing corruption. Their modelling efforts, for example, suggest that audit
probabilities of mayors should be weighted to heavily favor auditing the last term
of an incumbent. We believe, and most modelling efforts seem to concur, that
a public that is better informed about these audit results will enhance the cost
effectiveness of audit programmes. Our trial results identify messaging strategies
for audit report findings that will significantly increase the public’s knowledge
about malfeasance in local government. And we have some evidence that this
information affects politically relevant behavior. The marginal cost to existing
audit programmes of scaling up messaging strategies similar to those in our trial
is relatively low; the increased information levels are likely to enhance the audit
impact on corrupt behavior at the local level; and hence scaling up would be
welfare enhancing.
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Subject Recruitment

In the initial phase of the experiment occurred from September to January 2019.
We recruited 49,883 Chilean residents 18 years or over as potential participants.
We recruited subjects using Facebook, Instagram, Twitter ads. We complemented
our online recruitment with traditional forms of subject recruitment such as fliers,
posters and newspaper ads. For online ads, study participants filled out a short
form providing information about the municipality they reside, their gender and
contact details. For subjects that were recruited via traditional forms of subject
recruitment, they were invited to complete a detailed form with basic demographic
information. An example of the Facebook ad employed in recruitment is presented
in Figure A1. In January, 2019 the CGO selected the 116 municipalities that
would be audited in 2020. Our recruitment efforts focused on these communes.
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Figure A1. Example Facebook Ad used to recruit study participants

Note: This figure shows a version of one of the Facebook ads that we used to recruit respondents.
Respondents were invited to join the Nuffield Centre for Experimental Social Sciences subject pool.
Study participants were asked their names, gender, and email account. Facebook ads were targeted to
recruit study participants within the 116 municipalities that were audited in 2020. We recruited study
participants at least one year before the audits were released, and subject recruitment took around 4
months (From January to March 2019).
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Table A1—Profile of Subject Pools and Final Sample

Census CASEN Subject pool Eligible Sample
N* 17,574,003 2,164,439 49,883 31,971 5,525
Age 40 37 40 39 36
Education
Secondary 40% 37% 15% 17% 67%
Tertiary 24% 22% 83% 82% 31%
Female 51% 52% 51% 50% 65%
Income - 607 1291 1324 996

Note: This table basic demographic features of the subject pool and sample used in the study and

compares it to the key demographic gathered from the 2017 Chilean census. We can observe that our
sample is disproportionately female and has a higher income than the average Chilean citizen. It is also

slightly younger than the average population and it has attained lower levels of education.
Source: All waves, recruitment, and CENSUS data

We recruited our sample from a population of Chileans who have a social media
presence, particularly on Facebook. The recruitment took place over two phases.
In the first phase, we recruited 49,883 subjects into a pool of potential subjects.
A total of 22,755 of these recruits resided in the 116 municipalities audited by
the CGO and hence were eligible for the experiment. We sent invitations, to
participate in the pre-treatment survey, to these 22,755 eligible subjects. We had
a response rate of 25 percent that left us with 5,525 subjects participating in
the pre-treatment survey. Table A1 compares the demographic features of the
subject pool (including eligible respondents) and the final sample with statistics
from the Chilean national census. Note that the pool and the sample are very
similar in terms of age, education, gender, and income. There are differences
between our sample, the subject pool and Chile’s demographic population. Our
sample is disproportionately younger and it has higher education attainment. In
terms of gender, more women took part of the study, representing 65% of our
sample. Our sample reports a relatively smaller income compared to the subject
pool.

Compliance and Complier Average Causal Effects (CACE)

Table A2 summarizes treatment compliance. A Placebo video was sent via
WhatsApp to 1,831 subjects and a treatment video to 3,694 subjects. We have no
information on whether subjects actually clicked on the video link they received on
their personal device. Immediately after the video is played on subjects’ personal
device they are given a short ChatBot survey. We can characterize compliance
here as subjects who responded to the Chatbot survey that appeared right after
the video treatment. This would assume that those who actually watched the
video also responded to the short post-video Chatbot survey. Response rates
to the ChatBot survey were the following: For Placebo 59% responded to the
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Chatbot survey and for Treatment it was 56%.

The Chatbot survey asked two attention check questions:

• First question: “What was the topic of the video?” 98% answered correctly
in Placebo and 95% answered correctly in Treatment.

• Second question: “What was the information reported in the video?” 97%
answered correctly in Placebo and 99% answered correctly in Treatment.

We see that for both attention check questions, both treated and placebo sub-
jects answering correctly. As we indicated in the main text, we define ChatBot
compliance as respondents that answered the second attention check questions
correctly: 59% for placebo subjects and 56% for subjects in the audit treatment.

A post-treatment survey was administered to participants 3-6 days after they
were treated with the videos. A total of 3,592 subjects responded to the survey:
2,249 out of 3,694 treated (61%) and 1,343 out of the 1,831 placebo subjects
(73%). In the post-treatment sample, we asked subjects the following question
about their recall of receiving the treatment videos: “Do you remember receiving
a video from the NGO Chile Transparente?” 846 (63 percent of those responding
to the post-treatment survey) indicated they had received the Placebo video and
1,670 (74 percent of those responding to the post-treatment survey) indicated
receiving the treatment videos. Subjects who reported viewing the video were
also asked the following attention check questions:

• Question:“Do you remember what was the content of this video?” 80 per-
cent answered correctly in Placebo and 84 percent answered correctly in
Treatment.

We will define Post-Treatment Compliers as the approximately 38 percent of
subjects initially assigned to either placebo or treatment condition who both
answered the post-treatment survey and reported viewing the treatment videos.
In the main text we reported intention-to-treat (ITT) results in the main text.
We will use these two definitions of compliance (Chatbot Compliers and Post-
Treatment Compliers) to estimate the Complier Average Causal Effects (CACE).
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Table A2—Treatment Compliance

Treatment Status Placebo % Treatment % Total % T. sample

Videos sent 1831 3694 - 5525 100

A:Chatbot survey
Clicked video No information
Respondent Chatbot survey 1077 100 2054 100 3131 57
First compliance question - correct 1055 98 1961 95 3016
First compliance question - incorrect 22 2 112 5 134
Second compliance question - correct 1042 97 2039 99 3130
Second compliance question - incorrect 34 3 15 1 49

B:Post-treatment survey
Total eligible 1831 100 3694 100 5525
Responded 1343 73 2249 61 3592 65
No response 489 27 1447 39 1936

C:Post-treatment - compliance
Total eligible 1343 100 2249 100 3592
Reported receiving the video 846 63 1670 74 2516 46
Attention check question - correct 680 51 1401 84 2081
Attention check question - incorrect 166 12 269 16 435

D:Chatbot and Post-Treatment survey
Total eligible 1343 100 2249 100 3592
Responded both surveys 987 73 2055 91 3042 55
Attention check Chatbot correct 967 72 1962 87 2929
Attention check Chatbot incorrect 20 1 93 4 111

F:Follow up - compliance
Total eligible 1057 100 1198 100 2255
Reported receiving the video 534 100 729 100 1263 23
Attention check question - correct 371 69 548 75 919
Attention check question - incorrect 163 31 181 25 344

G:Chatbot and Follow up survey
Total eligible 1057 100 1198 100 2255
Reported receiving the video 534 44 729 60 1263 22
Attention check Chatbot correct 411 39 559 45 970
Attention check Chatbot incorrect 3 0.3 25 0.02 28

Note: This table reports levels of compliance and attention checks for all three waves. Panel A provides

a breakdown of correct answers in the attention checks included in the Chatbot survey. These questions
came up immediately after respondents watched the video. Panel B reports how many of the initial base-

line subjects answered the post-treatment survey (that was administered one-week after the treatment).
Panel C reports the number of respondents that answered the post-treatment survey, reported watching
the video and whether they answered correctly or incorrectly the attention check question. We used the

levels of compliance in panel C to estimate the average compliance causal effects reported in Table A12,

which we called Post. Panel D, reports the numbers of respondents that answered both the Chatbot and
post-treatment survey. It also reports the numbers of respondents that answered correctly both question

check questions. We used the levels of compliance in panel D to estimate the average compliance causal
effects reported in Table A12, which we called Chatbot. Panel F reports the levels of compliance in
the follow-up survey. Panel G reports the levels of compliance for respondents that answered both the

Chatbot and post-treatment survey.
Source: All waves and Chatbot data
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Table A2 suggests different definitions of compliance: 1) “Chatbot Compliers”
are subjects who responded to the Chatbot survey that appeared right after the
video treatment and also responded the Post-treatment survey; 2) Post-Treatment
Compliers are subjects who both answered the post-treatment survey, reported
viewing the treatment videos and answered correctly to the attention check ques-
tions. Tables A12, A13, and A14 report the estimates for Chatbot Compliers
and the Post-Treatment Compliers for the Baseline, Negative, and Malfeasance
models reported in Table 1. We find results that are overall are in line with the
baseline found in our baseline model models. The CACE for both measures of
compliance tends to be larger than the unconditional treatment effect.

Treatment Diagnosis and Attrition

Diagnostic comparing the demographic profiles of subjects assigned to the differ-
ent treatment arms will signal the likelihood that missingness is not independent
of treatment status. To the extent that we observe any significant attrition in
the sample and evidence that it might be correlated with treatment status, we
can implement estimation strategies designed to address any bias that might be
associated with this attrition.
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Table A3—Randomization checks - Pre-treatment variables

Baseline Post-Treatment Follow-up

Intercept 0.661*** 0.692*** 0.628***
(0.022) (0.035) (0.054)

Gender 0.007 0.005 -0.018
(0.013) (0.017) (0.022)

Income -0.005 -0.009 -0.009
(0.014) (0.018) (0.031)

Education 0.003 -0.007 -0.010
(0.015) (0.022) (0.029)

Partisanship -0.006* -0.010** -0.015**
(0.003) (0.004) (0.006)

Turnout -0.014 -0.016 -0.001
(0.013) (0.019) (0.023)

Support incumbent -0.011 -0.011 -0.010
(0.014) (0.021) (0.036)

Civic knowledge High 0.027 -0.066 -0.184*
(0.058) (0.075) (0.090)

Civic knowledge Medium 0.038 -0.040 -0.160*
(0.058) (0.073) (0.088)

Political information High 0.016 0.032 0.046
(0.016) (0.023) (0.032)

Political information Medium 0.003 0.009 0.019
(0.013) (0.015) (0.021)

Anova F-test Nested (P-value) 0.353 0.07 0.045*
Num.Obs. 6050 3592 2255
R2 0.002 0.004 0.008
R2 Adj. 0.000 0.001 0.003

Note: This table reports the regression estimates from regressing a dummy treatment assignment variable

on pre-treatment variables. We observed balance across most pre-treatment variables with the exception
of partisanship and civic knowledge in the last wave. Treatment assignment was conducted on the

original 6,050 respondents; however 525 subjects were excluded from the analysis as the CGO did not

complete the audit on time. Standard errors are clustered at the municipal level. *p < .05, **p < .01,
***p < 0.001. We also report the p-value for a F-test that compares a nested model that only includes
the intercept to the full specification reported in this table for all waves.
Source: All waves data
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Table A4—Two-sample Kolmogorov-Smirnov test - Partisanship

Wave D P-value

Baseline 0.03 0.22
Post-treatment 0.04 0.06
Follow-up 0.05 0.07

Note: This table report the results of a Two-sample Kolmogorov-Smirnov test for the partisanship

variable. Although we find unbalance on partisanship reported in Table A3, we did not find statistically

significant differences in the cumulative distribution of this variable.
Source: All waves data
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The randomization checks suggest that attrition over the three interview waves
had relatively minor affects on the distribution of covariate values across our treat-
ment arms. The assumption of course is that any missing observations resulting
from attrition are missing at random. We propose two further strategies for ad-
dressing possible bias in estimated treatment effects that might have resulted
from “missingness” that is correlated with treatment status.

Inverse Probability Weighting. — With the complete set of demographic mea-
sures collected in the pre-treatment survey we can model attrition quite robustly.
Inverse probability weighting is one of the estimation strategies we can implement.
It has the value of being very straight-forward – essentially modeling the attri-
tion process as a function of observable covariates (Anderson et al., 2021). The
weights are based on the predicted values from a logistic regression of a binary
variable indicating whether the observation is missing on the available covariates,
where all the available covariates are allowed to interact with the treatment indi-
cators.23 The weight is simply 1 over 1 minus these predicted probabilities.24 We
would then re-estimate treatment effects on the we subset of the data where out-
comes are observed and weight that estimate using these weights. The estimate
from this regression is a consistent estimate for the treatment effect assuming
the censoring process is observable. Table A5 compares the unweighted baseline
treatment model coefficients with those that incorporate IPW for the three out-
come variables. The prior coefficients for the weighted estimates are significantly
higher suggesting that subjects we do not observe in subsequent waves give much
more weight to their prior beliefs than is the case for those subjects that we do
observe. The estimated treatment effects, on the other hand, are similar in both
weighted and unweighted estimations.

23An alternative here, that we would consider using, is a propensity score estimation algorithm to
fully model any possible nonlinearities – the twang package, for example (Ridgeway et al., 2021).

24These weights are often characterized as “unstable” – a slightly modified estimation strategy can
generate more “stable” weights.
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Table A5—Regression results of Malfeasance Beliefs - Unweighted and IPW

Qualitative Resources Distribution

Unweighted Unstable Unweighted Unstable Unweighted Unstable

Intercept 2.446*** 1.344*** 2.004*** 2.168*** 1.126*** 1.152***
(0.085) (0.024) (0.086) (0.010) (0.038) (0.015)

Prior 0.478*** 0.827*** 0.463*** 0.828*** 0.426*** 0.846***
(0.014) (0.012) (0.016) (0.009) (0.016) (0.015)

Treat 0.780*** 1.859*** 0.779*** 0.373*** 0.362*** 0.307***
(0.071) (0.060) (0.078) (0.073) (0.027) (0.030)

Covariates Yes Yes Yes Yes Yes Yes

Num.Obs. 3592 3592 3592 3592 3592 3592
R2 0.258 0.997 0.213 0.998 0.193 0.995
R2 Adj. 0.257 0.997 0.212 0.998 0.192 0.995

Note: This table reports the unweighted and weighted estimates for the Baseline specification in Table 1

for all three outcomes.Unweighted estimates correspond to the baseline model without using any weight-

ing scheme on the estimation of the regression coefficients.Unstable correspond to regression estimates
that incorporate inverse probability weighting. *p < .05, **p < .01, ***p < 0.001.
Source: All waves data
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Bounded Treatment Effects. — An alternative estimation employed by (Lee,
2009) is a bounding estimator that allows us to assess whether results are sensitive
to the missingness resulting from attrition. He assumes that attrition is mono-
tonic, which in our setting, implies that any subject who would not be missing if
assigned to the control group would also not be missing if assigned to one of the
treatment arms.

First, we calculate the proportion of missing and observed data in the treated
and control groups. Second we calculate the average malfeasance belief score
among the observed treated subjects and the malfeasance score among the ob-
served control subjects. For the bounds, we calculate a weighted average and
replace the unobserved outcomes with either the minimum or maximum malfea-
sance scores (this is 0 and 10 for the qualitative outcome; 0 and 10 for the Re-
sources variable; and 1 and 4 for the Distribution variable). As is generally the
case, these bounds are quite wide. In order to trim the bounds we assume, under
the bounds, that a subject wouldn’t have a missing malfeasance score if assigned
to control would also not be missing if assigned to the treatment. These bounds
will be narrower than simply imputing minimum and maximum values Anderson
et al. (2021); Lee (2009).

We re-estimate the treatment effect regressions imputing missing values with
upper and lower trimmed malfeasance scores. Table A6 reports the results for
the qualitative malfeasance outcome measure.
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Table A6—Regression results of Malfeasance Beliefs - Bounds

Pooled Upper bound Lower bound

Baseline Negative Malfeasance Baseline Negative Malfeasance Baseline Negative Malfeasance

Intercept 2.734*** 2.471*** 1.820** 1.159* 0.875+ -0.215 4.872*** 4.695*** 5.019***
(0.401) (0.446) (0.596) (0.474) (0.489) (0.695) (0.434) (0.490) (0.708)

Prior 0.467*** 0.466*** 0.465*** 0.416*** 0.416*** 0.415*** 0.388*** 0.388*** 0.388***
(0.020) (0.020) (0.020) (0.020) (0.020) (0.019) (0.021) (0.021) (0.020)

Treat 0.749*** 0.575* 0.292 1.981*** 1.830*** 1.964** -0.729*** -0.991*** -2.212***
(0.079) (0.208) (0.458) (0.091) (0.258) (0.619) (0.095) (0.208) (0.533)

Negative 0.311 0.339+ 0.213
(0.212) (0.179) (0.232)

Log malfeasance 0.062* 0.094** -0.011
(0.029) (0.034) (0.035)

Treat:Negative 0.202 0.174 0.304
(0.227) (0.276) (0.236)

Treat:Log malfeasance 0.032 0.001 0.104**
(0.033) (0.043) (0.037)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 3439 3439 3915 3915 3915 3915 3915 3915
R2 0.263 0.267 0.268 0.268 0.271 0.273 0.151 0.154 0.154
R2 Adj. 0.257 0.261 0.262 0.263 0.266 0.268 0.145 0.147 0.148

daa

Note: This table reports both ITT and Lee bounds estimates for all models reported in Table 1. We

reported pooled estimates to use as a benchmark against the Lee bounds. The Upper bound assumes

that all respondents that did not responded the post-treatment survey in the treatment group had the
highest outcome, and all attritors in the comparison group had the lowest outcome. Conversely, the

Lower Bound corresponds when all attritors in the treatment group had the lowest outcome and all

attritors in the control group had the highest outcome. We clustered standard errors at the commune
level. *p < .05, **p < .01, ***p < 0.001.
Source: All waves data
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Dosage Instrumental Variable Estimation. — As we point out in the main
text, subjects are randomly assigned to treatment and placebo conditions. But the
“dosage” of malfeasance reported for treated subjects is not randomly assigned. It
certainly is possible that there are confounding unobservables associated with the
communes receiving, for example, high versus low malfeasance reports. Here we
implement the instrumental variables (IV) estimation strategy proposed by An-
grist and Imbens (1995) instrumenting for the amount of malfeasance reported in
each commune using the commune’s random assignment to treatment or control.
As the dosage cumulative density functions for treatment and placebo in Figure
A2 indicate there are no significant overall differences in the reported malfeasance
dosages for subjects in treatment and control. This essential confirms that there
was successful random assignment within each commune.

Figure A2. CDF of Malfeasance Dosage by Treatment Status

Note: This figure reports the cumulative distribution of the levels of malfeasance reported in the video
treatments for all communes. We used the log of malfeasance, which is the log transformation of the
amount of malfeasance found in the municipality in Chilean pesos. The log of malfeasance ranges from
8.6 to 18.5, with a mean of 14.1.
Source: All waves data
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Table A7—Regression results of Malfeasance Beliefs - Qualitative Outcome

Post-treatment Follow-up

Baseline Positive Negative Malfeasance Baseline Positive Negative Malfeasance

Intercept 2.734*** 2.507* 2.838*** 1.820*** 3.407*** 3.558 3.497*** 3.518***
(0.401) (1.331) (0.406) (0.596) (0.532) (1.813) (0.573) (0.810)

Prior 0.467*** 0.436*** 0.474*** 0.465*** 0.427*** 0.461*** 0.425*** 0.430***
(0.020) (0.056) (0.023) (0.020) (0.026) (0.071) (0.028) (0.026)

Treat 0.749*** 0.587** 0.779*** 0.292 0.726*** 0.564 0.738*** -0.937
(0.079) (0.208) (0.088) (0.458) (0.104) (0.334) (0.114) (0.846)

Log malfeasance 0.062** -0.008
(0.029) (0.044)

Treat:Log malfeasance 0.032 0.114*
(0.033) (0.056)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 498 2941 3439 2143 269 1874 2143
R2 0.263 0.268 0.270 0.268 0.245 0.352 0.241 0.249
R2 Adj. 0.257 0.230 0.263 0.262 0.235 0.289 0.230 0.239

Note: This table reports the regression coefficients of both the Baseline and Malfeasance levels spec-
ifications reported in Table 1 for the Qualitative outcome. We report estimates obtained from both

the post-treatment and follow-up. Post-treatment estimates correspond to models within the 3-6 days

and follow-up estimates are all estimates obtained a month after. We included controls in all models.
Standard errors are clustered at the municipal level. *p < .05, **p < .01, ***p < 0.001.
Source: All waves data

Table A8—Regression results of Malfeasance Beliefs - Resource Outcome

Post-treatment Follow-up

Baseline Positive Negative Malfeasance Baseline Positive Negative Malfeasance

Intercept 2.302*** 2.491 2.370*** 1.614** 2.859*** 2.561 2.999*** 2.317**
(0.662) (1.956) (0.706) (0.633) (0.753) (2.047) (0.825) (0.859)

Prior 0.446*** 0.456*** 0.444*** 0.443*** 0.375*** 0.470*** 0.364*** 0.373***
(0.018) (0.053) (0.019) (0.018) (0.025) (0.089) (0.025) (0.026)

Treat 0.740*** 0.371* 0.814*** -0.285 0.632*** 0.341 0.660*** -0.653
(0.088) (0.174) (0.096) (0.504) (0.105) (0.312) (0.114) (0.658)

Log malfeasance 0.047 0.039
(0.030) (0.039)

Treat:Log malfeasance 0.072* 0.088*
(0.037) (0.047)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 498 2941 3439 2143 269 1874 2143
R2 0.220 0.303 0.217 0.227 0.182 0.346 0.173 0.188
R2 Adj. 0.214 0.266 0.209 0.220 0.171 0.281 0.161 0.177

Note: This table reports the regression coefficients of both the Baseline and Malfeasance levels speci-

fications reported in Table 1 for the Resources outcome. We report estimates obtained from both the
post-treatment and follow-up. Post-treatment estimates correspond to models within the 3-6 days and
follow-up estimates are all estimates obtained a month after. We included controls in all models. Stan-
dard errors are clustered at the commune level. *p < .05, **p < .01, ***p < 0.001.
Source: All waves data
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Table A9—Regression results of Malfeasance Beliefs - Distribution Outcome

Post-treatment Follow-up

Baseline Positive Negative Malfeasance Baseline Positive Negative Malfeasance

Intercept 1.122*** 0.759 1.192*** 1.173*** 1.499*** 1.720* 1.462*** 1.447***
(0.153) (0.483) (0.163) (0.225) (0.201) (0.668) (0.204) (0.285)

Prior 0.421*** 0.457*** 0.412*** 0.419*** 0.363*** 0.423*** 0.354*** 0.362***
(0.024) (0.095) (0.024) (0.025) (0.030) (0.097) (0.030) (0.032)

Treat 0.347*** 0.117* 0.388*** -0.464*** 0.277*** 0.174 0.288*** -0.268
(0.028) (0.065) (0.029) (0.157) (0.036) (0.112) (0.038) (0.273)

Log malfeasance -0.003 0.004
(0.012) (0.015)

Treat:Log malfeasance 0.057*** 0.037*
(0.011) (0.019)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 498 2941 3439 2143 269 1874 2143
R2 0.203 0.241 0.202 0.214 0.162 0.311 0.152 0.168
R2 Adj. 0.196 0.201 0.194 0.207 0.152 0.244 0.139 0.156

Note: This table reports the regression coefficients of both the Baseline and Malfeasance levels spec-

ifications reported in Table 1 for the Distribution outcome. We report estimates obtained from both

the post-treatment and follow-up. Post-treatment estimates correspond to models within the 3-6 days
and follow-up estimates are all estimates obtained a month after. We included controls in all models.

Standard errors are clustered at the commune level. *p < .05, **p < .01, ***p < 0.001.
Source: All waves data
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Heterogeneity
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Figure A3. Heterogeneous Conditional Average Treatment Effects: Corruption Resources

Beliefs

Note: You can find data and scripts to replicate the results of this figure on the following link:
https://doi.org/10.7910/DVN/SGTS1K
Source: All wave data
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Table A12—Complier Average Causal Effects -Baseline model

Qualitative Resources Distribution

Baseline Chatbot Post Baseline Chatbot Post Baseline Chatbot Post

Intercept 2.734*** 2.702*** 2.968*** 2.302** 2.907*** 2.611*** 1.122*** 1.180*** 1.196***
(0.401) (0.509) (0.499) (0.662) (0.574) (0.564) (0.153) (0.196) (0.199)

Prior 0.467*** 0.460*** 0.450*** 0.446*** 0.442*** 0.452*** 0.421*** 0.404*** 0.393***
(0.020) (0.018) (0.018) (0.018) (0.021) (0.021) (0.024) (0.021) (0.022)

Treat 0.749*** 0.740*** 0.347***
(0.079) (0.088) (0.028)

CACE 1.036*** 1.075*** 1.038*** 1.052*** 0.522*** 0.534***
(0.090) (0.092) (0.102) (0.105) (0.035) (0.037)

Num.Obs. 3439 2111 1997 3439 2111 1997 3439 2111 1997
R2 0.263 0.292 0.300 0.220 0.233 0.239 0.203 0.241 0.238
R2 Adj. 0.257 0.283 0.291 0.214 0.224 0.229 0.196 0.232 0.228

Note: The following table reports the ITT and Complier Average Treatment Effects (CACE) for the
Baseline model in Table 1 for all outcomes. We report two measures of treatment compliance. Chat-
bot corresponds to treatment compliance where respondents answered both attention checks questions
correctly in the Chatbot survey and subsequently answered the post-treatment survey. We also report
the CACE for those respondents that reported watching the video and answered correctly the attention
check both in the post-treatment survey (Post). For the Baseline model, we clustered standard errors
at the commune level. *p < .05, **p < .01.
Source: All waves data and chatbot data
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Figure A4. Mediation Analysis - All Outcomes

Note: This Figure reports whether belief updating mediates subjects’ behavior of making a costly dona-
tion to their municipal government for all outcomes. We can observe that for all outcomes that donations
are not mediated by belief updating.
Source: All data wave
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Figure A5. Relationship between CGO audits scores and priors

Note: This figure reports the relationship between the subjects’ average priors within each municipality
versus the average ranking score given by the CGO to each municipality. We observe a very weak
relationship between average priors within each commune and historical corruption rankings generated
by the CGO for all outcomes.
Source: All data wave
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Figure A6. Screen shoots - Placebo treatment

Note: This figure shows example screenshots of the placebo treatment arm. Subjects in the placebo
condition received three pieces of information about their municipality. The first screenshot (left) reported
the population that resides in the municipality. The second screenshot (middle) reported the population
that is above the legal age (18 years old). The third (right) and final piece of information is the size of
the commune in terms of squared kilometers.
Source: Videos files
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Figure A7. Term frequency-inverse document frequency - Local governments

Note: This table reports the top 20 terms using term frequency-inverse document frequency generated

from Tweets posted by local governments and mayors.
Source: tw data
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Figure A8. Term frequency-inverse document frequency - Respondents

Note: This table reports the top 20 terms using term frequency-inverse document frequency generated
from Tweets posted by respondents.
Source: tw data
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Figure A9. Structural Topic modelling

Note: This figure reports the results of a structural topic modelling analysis setting K topics equal to 6.

We collected Twitter data from the Twitter accounts of the 116 municipal governments and mayors. We

also collected Twitter data from respondents (n = 1155) We found that most of the discussions revolves
around health issues related to the COVID-19 pandemic. Some of the words identified in this analysis

were for example, vaccination, Covid-19, and dose.
Source: tw data
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Table A13—Complier Average Causal Effects - Negative model

Qualitative Resources Distribution

Negative Chatbot Post Negative Chatbot Post Negative Chatbot Post

Intercept 2.471*** 2.517*** 2.635*** 2.198** 2.902*** 2.520*** 1.101*** 1.186*** 1.111***
(0.446) (0.530) (0.522) (0.642) (0.600) (0.592) (0.166) (0.203) (0.205)

Prior 0.466*** 0.458*** 0.447*** 0.445*** 0.442*** 0.450*** 0.420*** 0.401*** 0.390***
(0.020) (0.018) (0.018) (0.019) (0.021) (0.021) (0.026) (0.021) (0.022)

Treat 0.575* 0.321+ 0.110
(0.208) (0.167) (0.067)

CACE 0.633** 0.703** 0.402 0.471+ 0.133 0.181*
(0.228) (0.233) (0.260) (0.267) (0.087) (0.092)

Negative x CACE 0.460+ 0.425+ 0.738** 0.675* 0.451*** 0.409***
(0.247) (0.253) (0.282) (0.290) (0.095) (0.100)

Num.Obs. 3439 2120 1997 3439 2120 1997 3439 2120 1997
R2 0.267 0.302 0.312 0.225 0.242 0.247 0.213 0.264 0.264
R2 Adj. 0.261 0.292 0.302 0.218 0.232 0.236 0.206 0.254 0.253

Note: The following table reports the ITT and Complier Average Treatment Effects (CACE) for the

Negative model listed in Table 1 for all outcomes. We report two measures of treatment compliance.
Chatbot corresponds to treatment compliance where respondents answered both attention checks ques-

tions correctly in the Chatbot survey and subsequently answered the post-treatment survey. We also

report the CACE for those respondents that reported watching the video and answered correctly the at-
tention check both in the post-treatment survey (Post). For the Negative model, we clustered standard

errors at the commune level. +p < .10, *p < .05, **p < .01.
Source: Source: All waves data

Table A14—Complier Average Causal Effects - Malfeasance Levels

Qualitative Resources Distribution

Malfeasance Chatbot Post Malfeasance Chatbot Post Malfeasance Chatbot Post

Intercept 2.707*** 2.638*** 2.870*** 2.266** 2.807*** 2.508*** 1.107*** 1.142*** 1.151***
(0.402) (0.509) (0.500) (0.663) (0.574) (0.565) (0.153) (0.196) (0.199)

Prior 0.467*** 0.461*** 0.451*** 0.445*** 0.444*** 0.452*** 0.420*** 0.403*** 0.392***
(0.020) (0.018) (0.018) (0.018) (0.021) (0.021) (0.024) (0.021) (0.022)

CACE 1.160*** 1.218*** 1.188*** 1.203*** 0.587*** 0.602***
(0.092) (0.095) (0.105) (0.108) (0.036) (0.038)

Num.Obs. 3439 2120 1997 3439 2120 1997 3439 2120 1997
R2 0.266 0.293 0.300 0.225 0.234 0.238 0.210 0.241 0.237
R2 Adj. 0.260 0.284 0.290 0.218 0.224 0.228 0.204 0.232 0.226

Note: The following table reports the ITT and Complier Average Treatment Effects (CACE) for the
Malfeasance model listed in Table 1 for all outcomes. We report two measures of treatment compli-
ance. Chatbot corresponds to treatment compliance where respondents answered both attention checks
questions correctly in the Chatbot survey and subsequently answered the post-treatment survey. We

also report the CACE for those respondents that reported watching the video and answered correctly
the attention check both in the post-treatment survey (Post). For the Malfeasance model, we clustered

standard errors at the commune level. The Malfeasance variable takes the value of 0 for respondents in
the ”Placebo” condition and it takes the value of log malfeasance found in the respective municipality
for ”Treated” units. +p < .10, *p < .05, **p < .01.
Source: Source: All waves data



76

Table A15—Certainty Qualitative Beliefs

Treatment Control All Sample
Baseline
High uncertainty (1-2) 16% 17% 16%
Uncertain (3 - 5) 37% 35% 36%
Certain (6 - 8) 33% 34% 34%
High certainty (9-10) 13% 14% 14%
Post-treatment
High uncertainty (1-2) 12% 17% 14%
Uncertain (3 - 5) 36% 38% 36%
Certain (6 - 8) 36% 32% 35%
High certainty (9-10) 16% 13% 15%
Follow-up
High uncertainty (1-2) 14% 15% 14%
Uncertain (3 - 5) 37% 39% 38%
Certain (6 - 8) 35% 32% 34%
High certainty (9-10) 13% 15% 14%

Note: The following table reports certainty about beliefs malfeasance for all three waves. Respondents

were asked to report their certainty about beliefs about malfeasance using a 0-10 scale for the Qualitative
outcome. In this table, we disaggregated this information by treatment status and also reported the

pooled estimates. As we observed, certainty levels remain relatively the same throughout all waves,
although we do observe a mild increase in certainty levels between the baseline and post-treatment for
treated subjects.
Source: Source: All waves data
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Table A16—Regression Results of Malfeasance Beliefs - Partisan Alignment and Partisanship

Strength

Qualitative Resources Distribution

Pooled Strong Weak Pooled Strong Weak Pooled Strong Weak

Intercept 3.053*** 2.798*** 3.034*** 2.396*** 2.185** 2.270*** 1.209*** 1.228*** 1.086***
(0.386) (0.656) (0.535) (0.658) (0.931) (0.801) (0.152) (0.200) (0.223)

Prior 0.421*** 0.435*** 0.413*** 0.433*** 0.463*** 0.416*** 0.384*** 0.395*** 0.377***
(0.020) (0.027) (0.024) (0.017) (0.028) (0.020) (0.024) (0.029) (0.031)

Treat 0.739*** 0.612*** 0.819*** 0.727*** 0.615*** 0.804*** 0.359*** 0.329*** 0.374***
(0.084) (0.119) (0.111) (0.107) (0.143) (0.139) (0.034) (0.044) (0.045)

Aligned -0.755*** -0.795*** -0.735*** -0.404** -0.585*** -0.276 -0.219*** -0.244*** -0.197***
(0.146) (0.214) (0.191) (0.158) (0.199) (0.202) (0.056) (0.078) (0.071)

Treat:Aligned -0.014 0.175 -0.120 0.032 0.247 -0.105 -0.054 -0.008 -0.082
(0.162) (0.256) (0.204) (0.170) (0.261) (0.251) (0.066) (0.098) (0.084)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 1360 2079 3439 1360 2079 3439 1360 2079
R2 0.281 0.285 0.285 0.225 0.237 0.224 0.218 0.233 0.216
R2 Adj. 0.274 0.271 0.274 0.218 0.222 0.213 0.211 0.217 0.205

Note: This table reports regression estimates for pooled, aligned and unaligned respondents for all three

outcomes. Aligned respondents correspond to subjects that reported a voting intention to support the

incumbent, whereas the Unaligned respondents are subjects that reported no intention to vote for the
incumbent. We provide a further breakdown by looking at aligned versus unaligned respondents and

also based on their partisanship strength. We measured partisanship in our baseline survey using 0-10

scale, where 0 represents left-leaning and 10 right-leaning. We set Strong partisanship for all respondents
reported a partisanship between 0 and 2 or 8 and 10. Whereas Weak partisanship for those that reported

between 3 and 7. We clustered standard errors at the commune level. *p < .05, **p < .01, ***p < 0.001.
Source: All waves data
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Table A17—Regression Results of Malfeasance Beliefs - One week and One-Month Results

Panel A: Post-treatment

Qualitative Resources Distribution

Baseline Negative Malfeasance Baseline Negative Malfeasance Learning Baseline Negative Malfeasance Learning

Intercept 2.734*** 2.471*** 2.800*** 2.302** 2.198** 2.456*** 3.868*** 1.122*** 1.101*** 1.242*** 2.081***
(0.401) (0.446) (0.410) (0.662) (0.642) (0.664) (0.731) (0.153) (0.166) (0.157) (0.171)

Prior 0.467*** 0.466*** 0.439*** 0.446*** 0.445*** 0.425*** 0.421*** 0.420*** 0.357***
(0.020) (0.020) (0.018) (0.018) (0.019) (0.018) (0.024) (0.026) (0.022)

Treat 0.749*** 0.575* 0.740*** 0.321+ 0.767*** 0.347*** 0.110 0.317***
(0.079) (0.208) (0.088) (0.167) (0.110) (0.028) (0.067) (0.033)

Negative 0.311 0.132 0.031
(0.212) (0.174) (0.084)

Treat:Negative 0.202 0.489* 0.278**
(0.227) (0.190) (0.073)

Corrup diff -0.211*** -0.189***
(0.040) (0.031)

Treat:Corrup diff 0.005 0.043
(0.033) (0.026)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 3439 3439 3439 3439 3439 3439 3439 3439 3439 3439
R2 0.263 0.267 0.304 0.220 0.225 0.261 0.114 0.203 0.213 0.267 0.102
R2 Adj. 0.257 0.261 0.277 0.214 0.218 0.232 0.106 0.196 0.206 0.239 0.094

Panel B: Follow-up

Intercept 3.407*** 3.357*** 3.092*** 2.859** 2.843*** 3.092*** 4.060*** 1.499*** 1.478*** 1.683*** 2.297***
(0.532) (0.564) (0.780) (0.753) (0.754) (0.780) (0.819) (0.201) (0.198) (0.199) (0.230)

Prior 0.427*** 0.428*** 0.358*** 0.375*** 0.376*** 0.358*** 0.363*** 0.365*** 0.319***
(0.026) (0.026) (0.024) (0.025) (0.025) (0.024) (0.030) (0.031) (0.027)

Treat 0.726*** 0.609* 0.632*** 0.440 0.627*** 0.277*** 0.201 0.270***
(0.104) (0.272) (0.105) (0.249) (0.120) (0.036) (0.116) (0.044)

Negative 0.048 0.010 0.018
(0.233) (0.201) (0.079)

Treat:Negative 0.129 0.215 0.085
(0.295) (0.270) (0.121)

Corrup diff -0.174*** -0.160***
(0.037) (0.031)

Treat:Corrup Diff -0.039 0.012
(0.034) (0.039)

Num.Obs. 2143 2143 2143 2143 2143 2143 2143 2143 2143 2143 2143
R2 0.245 0.245 0.226 0.182 0.182 0.226 0.104 0.162 0.163 0.226 0.088
R2 Adj. 0.235 0.235 0.194 0.171 0.171 0.194 0.092 0.152 0.152 0.194 0.076

Note: This table reports the regression coefficients reported in Figure 5. This table reports regression

estimates for all four models listed in Table 1. Panel reports treatment effects and interaction effects

one-week after the intervention take place. Panel B reports the same estimates but for one-month after
treatment. Confidence intervals were constructed using a 95% confidence level with clustered standard
errors at the municipal level. *p < .05, **p < .01, ***p < 0.001.
Source: Source: All waves data
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Table A18—Regression Results of Malfeasance Beliefs - Negative x Malfeasance Interaction

Qualitative Resources Distribution

Intercept 2.468*** 2.190** 1.100***
(0.448) (0.641) (0.166)

Prior 0.464*** 0.445*** 0.418***
(0.020) (0.019) (0.025)

Negative 0.310 0.132 0.031
(0.212) (0.174) (0.084)

Malfeasance IV:Negative 0.022 0.357 0.198*
(0.246) (0.223) (0.092)

Covariates Yes Yes Yes

Num.Obs. 3439 3439 3439
R2 0.269 0.226 0.215
R2 Adj. 0.262 0.219 0.207

Note: Estimates are presented for a fully-saturated model that includes the interaction term, Negative

and the Malfeasance IV, for all three outcomes. We clustered standard errors at the commune level.

*p < .05, **p < .01, ***p < 0.001.
Source: Source: All waves data
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Table A19—Regression Results of Malfeasance Beliefs - Priors Group

Qualitative Resources Distribution

Pooled High Low Pooled High Low Pooled High Low

Panel A: Baseline model

Intercept 2.734*** 3.133*** 2.530*** 2.302*** 2.764*** 1.771* 1.122*** 0.944*** 0.978***
(0.401) (0.504) (0.573) (0.662) (0.801) (0.878) (0.153) (0.226) (0.197)

Prior 0.467*** 0.436*** 0.429*** 0.446*** 0.343*** 0.676*** 0.421*** 0.424*** 0.588***
(0.020) (0.033) (0.024) (0.018) (0.035) (0.052) (0.024) (0.041) (0.036)

Treat 0.749*** 0.765*** 0.740*** 0.740*** 0.892*** 0.663*** 0.347*** 0.357*** 0.351***
(0.079) (0.120) (0.107) (0.088) (0.156) (0.099) (0.028) (0.046) (0.035)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 1366 2073 3439 1366 2073 3439 1595 1844
R2 0.263 0.222 0.222 0.220 0.128 0.137 0.203 0.175 0.219
R2 Adj. 0.257 0.207 0.212 0.214 0.111 0.126 0.196 0.161 0.208

Panel B: Negative model

Intercept 2.471*** 2.523*** 2.437*** 2.198** 2.344** 1.859* 1.101*** 0.912** 0.968***
(0.446) (0.577) (0.590) (0.642) (0.793) (0.869) (0.166) (0.249) (0.222)

Prior 0.466*** 0.440*** 0.428*** 0.445*** 0.347*** 0.677*** 0.420*** 0.426*** 0.587***
(0.020) (0.034) (0.025) (0.019) (0.035) (0.061) (0.026) (0.041) (0.042)

Treat 0.575* 1.099** 0.294 0.321+ 0.929** -0.042 0.110 0.155 0.080
(0.208) (0.326) (0.380) (0.167) (0.285) (0.266) (0.067) (0.112) (0.070)

Negative 0.311 0.655+ 0.107 0.132 0.452 -0.118 0.031 0.079 -0.018
(0.212) (0.318) (0.267) (0.174) (0.331) (0.175) (0.084) (0.090) (0.089)

Treat:Negative 0.202 -0.382 0.523 0.489* -0.040 0.828** 0.278** 0.235+ 0.318***
(0.227) (0.349) (0.397) (0.190) (0.327) (0.285) (0.073) (0.122) (0.078)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 1366 2073 3439 1366 2073 3439 1595 1844
R2 0.267 0.227 0.228 0.225 0.131 0.145 0.213 0.186 0.229
R2 Adj. 0.261 0.211 0.217 0.218 0.113 0.133 0.206 0.172 0.216

Panel C: Malfeasance model

Intercept 1.820** 2.185* 1.496+ 1.614* 1.750+ 1.216 1.173*** 1.120** 0.869**
(0.596) (0.860) (0.814) (0.633) (0.862) (0.877) (0.225) (0.338) (0.268)

Prior 0.465*** 0.436*** 0.426*** 0.443*** 0.344*** 0.663*** 0.419*** 0.426*** 0.577***
(0.020) (0.033) (0.023) (0.018) (0.036) (0.054) (0.025) (0.042) (0.038)

Treat 0.292 1.547+ -0.346 -0.285 0.598 -0.662 -0.464** -0.511+ -0.293
(0.458) (0.842) (0.742) (0.504) (1.000) (0.592) (0.157) (0.283) (0.237)

Log malfeasance 0.062* 0.064 0.066 0.047 0.070 0.036 -0.003 -0.009 0.006
(0.029) (0.051) (0.042) (0.030) (0.052) (0.033) (0.012) (0.015) (0.014)

Treat:Log malfeasance 0.032 -0.054 0.076 0.072+ 0.021 0.093* 0.057*** 0.060** 0.045*
(0.033) (0.058) (0.051) (0.037) (0.071) (0.042) (0.011) (0.020) (0.017)

Covariates Yes Yes Yes Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 1366 2073 3439 1366 2073 3439 1595 1844
R2 0.268 0.224 0.234 0.227 0.133 0.147 0.214 0.186 0.229
R2 Adj. 0.262 0.207 0.223 0.220 0.114 0.135 0.207 0.171 0.217

Panel D: Learning model

Intercept 2.171** 2.597** 1.675+ 0.990*** 0.837** 0.816***
(0.654) (0.812) (0.874) (0.156) (0.236) (0.205)

Prior 0.502*** 0.405*** 0.712*** 0.481*** 0.476*** 0.654***
(0.025) (0.042) (0.056) (0.034) (0.050) (0.046)

Treat 0.735*** 0.951*** 0.660*** 0.327*** 0.367*** 0.307***
(0.096) (0.246) (0.100) (0.030) (0.046) (0.044)

Diff 0.059+ 0.054 0.027 0.030 0.012 0.041
(0.030) (0.040) (0.037) (0.034) (0.034) (0.033)

Treat:Diff 0.000 0.017 0.028 0.051* 0.065 0.049
(0.028) (0.051) (0.046) (0.024) (0.048) (0.040)

Covariates Yes Yes Yes Yes Yes Yes

Num.Obs. 3439 1366 2073 3439 1595 1844
R2 0.223 0.132 0.139 0.207 0.179 0.225
R2 Adj. 0.216 0.113 0.127 0.200 0.165 0.212

Note: This Table reports regression estimates based on respondents’ prior beliefs about malfeasance in

their commune. We report estimates for all three outcomes for three subsets of respondents: ”Pooled”,
”High”, and ”Low”. ”Pooled” estimates correspond to all respondents. The ”High” group are a subset
of respondents that reported beliefs that were higher levels of malfeasance than the average subjects

within the same commune, for each particular outcome. Conversely, the ”Low” group corresponds to

respondents that reported beliefs about malfeasance below their respective municipal average. We provide
the results for all four models outlined in Table 1 in four separate panels. We clustered standard errors

at the commune level. *p < .05, **p < .01, ***p < 0.001.
Source: Source: All waves data
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Table A20—Regression Results of Malfeasance Beliefs - Partisan Alignment

Qualitative Resources Distribution

Aligned Unaligned Aligned Unaligned Aligned Unaligned

Panel A: Baseline model

Intercept 2.061 3.144*** 2.877 2.125*** 1.058* 1.166***
(1.115) (0.393) (1.885) (0.533) (0.401) (0.153)

Prior 0.424*** 0.415*** 0.414*** 0.435*** 0.382*** 0.381***
(0.037) (0.023) (0.038) (0.019) (0.050) (0.026)

Treat 0.742*** 0.733*** 0.788*** 0.723*** 0.303*** 0.357***
(0.152) (0.083) (0.135) (0.107) (0.056) (0.034)

Covariates Yes Yes Yes Yes Yes Yes

Num.Obs. 929 2510 929 2510 929 2510
R2 0.195 0.233 0.219 0.215 0.158 0.193
R2 Adj. 0.172 0.224 0.197 0.206 0.134 0.185

Panel B: Negative model

Intercept 1.483 3.121*** 2.471 2.236*** 0.926* 1.223***
(1.151) (0.417) (1.864) (0.517) (0.388) (0.178)

Prior 0.424*** 0.416*** 0.414*** 0.435*** 0.377*** 0.382***
(0.036) (0.022) (0.038) (0.020) (0.048) (0.028)

Treat 0.908 0.362* 0.471* 0.213 0.143 0.080
(0.498) (0.139) (0.186) (0.251) (0.100) (0.101)

Negative 0.710* 0.036 0.494* -0.106 0.169 -0.055
(0.292) (0.234) (0.207) (0.246) (0.106) (0.113)

Treat:Negative -0.217 0.430* 0.371 0.590* 0.189 0.320**
(0.528) (0.170) (0.247) (0.275) (0.120) (0.107)

Covariates Yes Yes Yes Yes Yes Yes

Num.Obs. 929 2510 929 2510 929 2510
R2 0.204 0.236 0.231 0.217 0.175 0.201
R2 Adj. 0.179 0.227 0.207 0.208 0.149 0.192

Panel B: Malfeasance model

Intercept 2.033 3.118*** 2.837 2.091*** 1.038* 1.155***
(1.111) (0.397) (1.890) (0.531) (0.403) (0.154)

Prior 0.421*** 0.417*** 0.410*** 0.435*** 0.376*** 0.381***
(0.037) (0.022) (0.038) (0.019) (0.049) (0.027)

Malfeasance IV 0.053*** 0.054*** 0.058*** 0.054*** 0.023*** 0.026***
(0.010) (0.006) (0.010) (0.007) (0.004) (0.002)

Covariates Yes Yes Yes Yes Yes Yes

Num.Obs. 929 2510 929 2510 929 2510
R2 0.198 0.237 0.223 0.219 0.166 0.201
R2 Adj. 0.175 0.228 0.200 0.211 0.142 0.192

Note: This table reports the regression estimates reported Panel B in Figure 6 for the Baseline, Negative,
and Malfeasance models for all three outcomes. We break down the sample into two groups: ”Aligned”
and ”Unaligned”. ”Aligned” respondents correspond to subjects that reported in our baseline survey their
intention to vote for the incumbent in the upcoming municipal election. Conversely, the ”Unaligned”
group comprises all respondents that declared their intention of not supporting the incumbent candidate.

Results for the same analysis of the Learning model are reported in Table 4 panel B. We clustered

standard errors at the commune level. *p < .05, **p < .01, ***p < 0.001.
Source: Source: All waves data
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Table A21—Treatment Assignment by Commune

Commune Treatment Control Total
Alto Hospicio 33 20 53
Ancud 23 23 46
Angol 30 14 44
Antofagasta 32 21 53
Arica 42 20 62
Cabildo 8 4 12
Calama 36 12 48
Caldera 16 6 22
Canete 21 10 31
Cartagena 11 13 24
Cerrillos 54 23 77
Cerro Navia 44 24 68
Chillan 46 27 73
Chillan Viejo 12 14 26
Chimbarongo 26 12 38
Cisnes 1 0 1
Colchane 1 0 1
Colina 35 15 50
Combarbala 8 3 11
Conchali 49 14 63
Concon 25 17 42
Copiapo 29 18 47
Coquimbo 49 25 74
Coronel 37 37 74
Curico 42 26 68
El Bosque 32 14 46
El Quisco 17 7 24
El Tabo 11 5 16
Estacion central 66 18 84
Freirina 8 2 10
Frutillar 16 5 21
Huechuraba 40 11 51
Independencia 43 19 62
Iquique 29 17 46
La Cisterna 43 24 67
La Cruz 17 14 31
La Florida 92 40 132
La Granja 27 17 44
La Reina 37 16 53
La Serena 49 26 75
La Union 26 10 36
Lampa 26 21 47
Las Condes 53 25 78
Lautaro 22 10 32
Limache 45 15 60
Linares 37 19 56
Lo Barnechea 38 11 49
Lo Espejo 32 13 45
Los Alamos 7 3 10
Los Andes 28 20 48
Los Angeles 60 22 82
Los Lagos 7 1 8
Los Vilos 9 5 14
Lota 25 15 40
Macul 38 33 71
Maipu 44 24 68
Melipilla 36 12 48
Molina 29 13 42
Mostazal 12 11 23
Mulchen 22 16 38
Natales 18 4 22
Negrete 0 1 1
Nueva Imperial 21 10 31
Nunoa 92 29 121
Osorno 44 23 67
Ovalle 32 17 49
Paillaco 8 4 12
Paredones 2 0 2
Parral 21 14 35
Pedro Aguirre Cerda 43 21 64
Penaflor 43 16 59
Penalolen 70 21 91
Porvenir 3 1 4
Pozo Almonte 5 0 5
Providencia 79 34 113
Pudahuel 67 27 94
Puente Alto 63 26 89
Puerto Octay 3 1 4
Punta Arenas 62 23 85
Quilicura 62 44 106
Quilpue 33 35 68
Quinta Normal 45 17 62
Rancagua 40 26 66
Recoleta 44 25 69
Renca 36 17 53
Salamanca 9 5 14
San Bernardo 56 24 80
San Clemente 16 11 27
San Felipe 35 19 54
San Fernando 51 14 65
San Ignacio 5 1 6
San Javier 24 10 34
San Joaquin 46 18 64
San Jose de Maipo 19 12 31
San Miguel 59 29 88
San Ramon 41 22 63
San Rosendo 0 3 3
San Vicente 26 18 44
Santa Juana 2 4 6
Santiago 107 65 172
Talca 45 27 72
Talcahuano 43 20 63
Taltal 3 1 4
Temuco 44 29 73
Tierra Amarilla 2 1 3
Tiltil 15 5 20
Tocopilla 11 6 17
Tome 28 16 44
Tucapel 4 2 6
Valdivia 83 36 119
Vallenar 30 14 44
Victoria 22 14 36
Vicuna 13 2 15
Villarrica 48 19 67
Vitacura 35 15 50
Zapallar 5 2 7


